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ABSTRACT

Learning data representations directly from the data itself is an approach that has shown great success in differ-
ent pattern recognition problems, outperforming state-of-the-art feature extraction schemes for different tasks
in computer vision, speech recognition and natural language processing. Representation learning applies unsu-
pervised and supervised machine learning methods to large amounts of data to find building-blocks that better
represent the information in it. Digitized histopathology images represents a very good testbed for representation
learning since it involves large amounts of high complex, visual data. This paper presents a comparative evalu-
ation of different supervised and unsupervised representation learning architectures to specifically address open
questions on what type of learning architectures (deep or shallow), type of learning (unsupervised or supervised)
is optimal. In this paper we limit ourselves to addressing these questions in the context of distinguishing between
anaplastic and non-anaplastic medulloblastomas from routine haematoxylin and eosin stained images. The un-
supervised approaches evaluated were sparse autoencoders and topographic reconstruct independent component
analysis, and the supervised approach was convolutional neural networks. Experimental results show that shal-
low architectures with more neurons are better than deeper architectures without taking into account local space
invariances and that topographic constraints provide useful invariant features in scale and rotations for efficient
tumor differentiation.
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1. MOTIVATION AND PURPOSE

Recently, there has been a surge of interest in representation learning,1 owing to their improved performance over
state of the art machine learning approaches. These approaches, which implicitly involve finding optimally class
separable data representations, differ from classical supervised learning approaches in that they do not require
prior feature extraction or classifier training.

Recently there has been a great deal of interest in developing pattern recognition schemes in order to identify
prognostic patterns for disease from digitized images of histopathology slides.2 Most of these approaches have
focused on a traditional pipeline of feature extraction, feature selection, and classification to identify patterns
and regions of interest from very large and complex histopathology images.3 However this may not always be
the optimal approach, particularly in scenarios where it may not always be obvious what the pattern of interest
is. Most pattern recognition approaches in digital pathology therefore involve some form of supervised learning
(e.g. tumor and mitosis detection4–6) and relatively few approaches are geared towards unsupervised learning.7,8

However, it is still not clear as to what the best methods for digital pathology tasks are and the most
desirable properties for these models in this domain. For natural scene images, several papers have investigated
the application of representation learning.1,9, 10 These comparative studies have focused on the use of more
data, deeper architectures (more hierarchical layers), and role of pooling layers in providing spatial invariance for
object detection. In histopathology images there are still many open questions regarding what the best learning
approach is, supervised or unsupervised. Additional questons linger as to which is the architecture that works
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best, deeper or shallow, and what assumptions or properties of models are appropriate, spatial, scale, and/or
rotation invariance. Like most machine learning methods, representation learning is mainly categorized as either
unsupervised and supervised. Among unsupervised representation learning methods there are several types of
autoencoders (AE), such as Sparse AE, Denoise AE, Reconstructed Independent Component Analysis (RICA)
or Topographic ICA (TICA). Whereas supervised representation learning methods are mostly configured as
Convolutional Neural Networks (CNN). In this paper we present a comparative evaluation of the most popular
representation learning methods applied to histopathology images in the context of the challenging problem of
distinguishing between anaplastic and non-anaplastic medulloblastoma.

The rest of this paper is organized as follows: Section 2 describes supervised and unsupervised representation
learning methods; Section 3 presents the medulloblastoma dataset used for validation, the experimental setup, the
performance measures and the corresponding evaluation results; Section 4 summarizes the novel contributions,
whereas in Section 5 we present our concluding remarks and directions for future work.

2. METHOD: REPRESENTATION LEARNING APPROACHES

Figure 1. Overview of representation learning framework for medulloblastoma differentiation between anaplastic and
non-anaplastic tumors by comparing unsupervised and supervised feature learning approaches.

2.1 Supervised feature learning approach: Convolutional Neural Networks

A CNN11 is a multilayer neural network with an architecture that comprises one or more consecutive convolutional
and pooling layers followed by a final full-connected layer. The convolution layer applies a 2D convolution of
the input feature maps and a convolution kernel. The pooling layer applies a L2 pooling function over a spatial
windows without overlapping (pooling kernel) per each output feature map, L2 pooling, in particular, allows
the learning of invariant features. The output of the pooling layer is the input of a fully-connected layer which
mixes them into a feature vector. The outputs of the full-connected layer are two neurons (anaplastic, non-
anaplastic) activated by a logistic regression model. For this work we evaluate different CNN architectures with
only one convolutional and pooling layer (shallow) or two convolutional and pooling layers (deeper), varying also
the number of features (neurons) per layer and learned patch sizes (feature kernels). The whole CNN model is
trained using Stochastic Gradient Descent to minimize the loss function:
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wherem is the number of samples in training dataset, k is the number of classes, x(i) is the output of full-connected
layer corresponding to i-th sample, y(i) is the class label of i-th sample, 1 {.} is the indicator variable, Θ is the
parameters of logistic model. The second term corresponds to weight decay which penalizes large values of the



parameters. During the training process, weight parameters in all layers are updated by the backpropagation
algorithm.

2.2 Unsupervised feature learning approaches: Sparse Autoencoders and TICA

In contrast to supervised feature learning methods, like CNN, unsupervised feature learning approaches learn
a set of feature detectors (feature kernels) that can explain better the content directly from the data without
taking into account the class labels associated. Similarly to supervised approaches, the input data is represented
by linear or non-linear transformations of learned features.

There are different approaches to perform unsupervised feature learning (UFL). Among the most popular are
variants of auto-encoding UFL, which are methods that learn an encoding function, built from learned features,
able to reconstruct its input. Here we evaluate two of them: Sparse Autoencoders and Topographic Reconstruct
Independent Component Analysis.

Sparse Autoencoders (sAE): One of the inherent properties that is desirable for an efficient and compact
representation of data is sparseness. It means to represent the input data by fewer elements of learned features
as possible. The objective function to learn this representation for sAE is given by:
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where x(i) ∈ Rd is the i-th sample in the training set X, β ∈ R is the hyperparameter that controls the trade-off be-
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divergence between two Bernoulli distributions with means ρ ∈ R, the desired sparsity parameter percentage,
and ρ̂j ∈ R, the average activation of the j-th feature detector. Θ = {W,W′, b, c} is the set of parameters,
W ∈ Rn×d and W′ ∈ Rd×n are the encoder and decoder weight matrices, and b ∈ Rn and c ∈ Rd are encoder
and decoder bias vectors. Finally, the third term regularizes magnitudes of the weights through the Frobenius
norm (‖·‖F ), with the hyperparameter γ ∈ R controlling the importance of the term in the objective function.

Topographic Reconstruct Independent Component Analysis (TICA): Topographic models seek to
organize learned features such that similar activations are close together, while different ones are set apart. This
arrangement follows the visual cortex model where cells have a specific spatial organization and response of
neurons change in a systematic way.8 Particularly, TICA builds a square matrix to organize feature detectors in
l groups such that adjacent feature detectors activate in a similar proportion to the same stimulus. TICA cost
function is given by:

JTICA(W) =
λ

m

m∑
i=1

∥∥∥WTWx(i) − x(i)
∥∥∥2

2
+

m∑
i=1

l∑
k=1

√
Hk

(
Wx(i)

)2
+ ε, (3)

where l is the number of desired groups in the topography, H ∈{0, 1}l×n is the topographic organization with

H
(j)
k = 1 if the j-th feature detector belongs to the k-th group, 0 otherwise. This model sets H fixed and

learns W. TICA is unconstrained and it can be treated with efficient optimization solvers like L-BFGS. TICA

calculates two types of features: basic features, fj(x) = Wjx, and invariant features f∗j (x) =

√
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Invariant features group several basic features based on their adjacency in the topographic map.

3. EXPERIMENTAL RESULTS

Medulloblastoma histopathology cancer dataset: The database is composed by 10 pathology slide cases
(patients) stained with hematoxylin and eosin (H&E) diagnosticated as Medulloblastoma Cancer from St.
Jude Childrens Research Hospital (5 anaplastic and 5 non-anaplastic). Each slide is a whole-slide image of
80, 000× 80, 000 pixels with one or more cancerous regions manually annotated by a neuropathologist. The final
dataset was built by uniform random sampling without overlapping of 750 square regions (200× 200 pixels) per
slide, resulting into 7,500 square regions (3,750 anaplastic and 3,750 non-anaplastic). For this work, all square



regions were converted to grayscale images and normalized by mean zero and unit variance, because color is not
discriminative enough and luminance variation support.

Experimental setup: In order to evaluate the performance of each representation learning approach,
we applied the same experimental design described in.12,13 For comparison, baseline methods are the ones
described in those previous works. Hence, the evaluation was done by multiple trials of cross-validation. For
each trial, a subset of 4 anaplastic and 4 non-anaplastic slides randomly selected were used for training whereas
the remaining slides, 1 anaplastic and 1 non-anaplastic, were used for validation. The classification performance
of each approach is presented as the average over all trials in terms of Accuracy, Sensitivity and Specificity. The
details for unsupervised and supervised feature learning methods are described next:

• For sAE, two different models were trained (sAE225
F :8,P :1 and sAE225

F :8,P :2) with 225 features and feature
kernel size of 8× 8 only varying the pooling size by 1 and 2 respectively.

• For TICA, three different models were trained (TICA100
F :8,P :1, TICA100

F :16,P :1 and TICA225
F :8,P :1) using a pool

size of 1 for all of them, while two used 100 features varying feature kernel size by 8× 8 and 16× 16 and
the remaining model using 225 features with a feature kernel size of 8× 8.

• For CNN, two models were trained (CNNCP16−CP32−FC128
F :8−8,P :2−2 and CNNCP225−FC225

F :8,P :2 ), the first is a 3-layers
architecture with 16 features in the first layer, 32 features in the second layer, and 128 neurons in the
full-connected layer, whereas the second model is a 2-layers architecture with 225 features in the first layer
and 225 neurons in the full-connected layer. In both CNN, the feature kernel size was of 8 × 8 and pool
kernel of 2× 2.

Results: Table 1 shows the results of medulloblastoma classification performance for each method in de-
scending order of accuracy. It is clear that TICA, in all its configurations, achieve the best results. This suggests
that topographic constraints improve the learned representation thanks to their invariant properties of scale and
rotation in contrast to sAE. This has been also observed in previous works on another histopathology image
analysis tasks different from tumor detection in basal cell carcinoma images.8

The best results obtained for this tasks was achieved by TICA225
F :8,P :1 with 97% accuracy, 98% of sensitivity

and 97% specificity, which outperforms by 10% the best previously reported results.12,13

Interestingly, CNN model, which had yielded very good results for natural scene image classification tasks,
yields lower performance than TICA for CNNCP225−FC225

F :8,P :2 model, and even lower than sAE the best baseline

results for CNNCP16−CP32−FC128
F :8−8,P :2−2 , in spite of the fact that it is a supervised learning method.

Finally, it is interesting to note that increasing the number of layers for CNN does not improve its performance.
In fact, it looks like the most important factor for improving overall classification performance is to increase the
number of features, even for shallow architectures. This suggests that pooling layers, which performed a spatial
subsampling, are not as useful for the problem considered in this work since the object of interest (i.e. tumor
type, anaplastic or non-anaplastic) tends to comprise the whole image, while in natural scene images the object
of interest (e.g. car or person) appears only in a specific regions within the whole image. Hence, local spatial
invariance provided by pooling layers is not particularly useful in our case.

4. NOVEL CONTRIBUTIONS

The primary novel contributions of this work include: 1) the first comparative evaluation of representation
learning approaches, supervised and unsupervised, for problems in digital pathology, 2) new findings about how
topographic properties of unsupervised learning methods yields improved detection results, 3) the first successful
application of representation learning methods to medulloblastoma tumor differentiation.



Table 1. Medulloblastoma classification performance comparison between unsupervised and supervised feature learning
approaches.

Method Accuracy Sensitivity Specificity

TICA225
F :8,P :1 0.97 0.98 0.97

TICA100
F :8,P :1 0.92 0.88 0.96

TICA100
F :16,P :1 0.91 0.86 0.95

CNNCP225−FC225
F :8,P :2 0.90 0.89 0.90

sAE225
F :8,P :1 0.90 0.87 0.93

sAE225
F :8,P :2 0.89 0.86 0.92

CNNCP16−CP32−FC128
F :8−8,P :2−2 0.85 0.97 0.74

BOF 320 +A2NMF (Haar)13 0.87 0.86 0.87
BOF 320 +A2NMF (Block)13 0.78 0.89 0.67
BOF +K −NN (Haar)12 0.80 - -
BOF +K −NN (MR8)12 0.62 - -

5. CONCLUSIONS

In this paper we presented a comparative evaluation of supervised and unsupervised representation based learn-
ing methods for the problem of distinguishing anaplastic and non-anaplastic medulloblastoma from digitized
histopathology. This comparative evaluation reveals some interesting findings of representation learning meth-
ods in the context of digital pathology related problems.

Deeper architectures do not necessarily produce better performance, experimental results showed a better
performance for shallow architectures with more neurons. This suggests that the pooling layers for subsampling
are not useful, contrary to the trend observed for natural scene images. Basically because the pooling layers
provide local space invariance, a property that is not sorely required for the problem considered. A reason may
be that the object of interest (tumor type) does not appear is small regions of the image, in contrast with natural
scene images. In this context, learning invariant feature representations based on topographic constraints produce
better results since these features better capture scale and rotation invariance. This suggests that features that
capture relevant information independent of scale and/or rotation are more discriminating.

In addition, this comparative evaluation corroborates what has been seen in other application areas, repre-
sentation learning approaches obtain competitive results, and usually better, when they are compared against
other data-driven representation methods such as bag of features. Future work will include a more exhaustive
experimentation of deeper architectures for unsupervised and supervised approaches, evaluating interpretation
capabilities of both approaches, evaluate methods that use context information (multi-resolution or multi-view),
and evaluate them in other histopathology applications.
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