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ABSTRACT
Markov Random Fields (MRFs) provide a tractable means for incorporating contextual information into a Bayesian framework. This contextual information is modeled using multiple local conditional probability density functions (LCPDFs)
which the MRF framework implicitly combines into a single joint probability density function (JPDF) that describes the
entire system. However, only LCPDFs of certain functional forms are consistent, meaning they reconstitute a valid JPDF.
These forms are specified by the Gibbs-Markov equivalence theorem which indicates that the JPDF, and hence the LCPDFs,
should be representable as a product of potential functions (i.e. Gibbs distributions). Unfortunately, potential functions
are mathematical abstractions that lack intuition; and consequently, constructing LCPDFs through their selection becomes
an ad hoc procedure, usually resulting in generic and/or heuristic models. In this paper we demonstrate that under certain
conditions the LCDPFs can be formulated in terms of quantities that are both meaningful and descriptive: probability distributions. Using probability distributions instead of potential functions enables us to construct consistent LCPDFs whose
modeling capabilities are both more intuitive and expansive than typical MRF models. As an example, we compare the
efficacy of our so-called probabilistic pairwise Markov models (PPMMs) to the prevalent Potts model by incorporating
both into a novel computer aided diagnosis (CAD) system for detecting cancer on whole-mount histological sections of
radical prostatectomies. Using the Potts model, the CAD system is able to detect prostate cancer with a specificity of 0.82
and sensitivity of 0.71; the area under its receiver operator characteristic curve (AUC) is 0.83. If instead the PPMM model
is employed the sensitivity (specificity is held fixed at 0.82) and AUC increase to 0.77 and 0.87.
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1. INTRODUCTION
1.1 Contextual Information and Markov Random Fields
Contextual information can be invaluable in estimation tasks. For example, when determining a missing word in a document, clues can be ascertained from adjacent words, words in the same same sentence, and even words in other sentences.
In image processing tasks such as denoising, texture synthesis, and smoothing, estimating the intensity of any single pixel
is facilitated by knowledge of the remaining pixel intensities. Unfortunately, modeling contextual information may be
exceedingly difficult, especially if extensive dependencies exist among all sites (a generic term representing entities such
as pixels or words). However, in many systems the preponderance of contextual information regarding an individual site is
contained in those sites that neighbor it. These neighborhoods are often functions of spatial of temporal proximity. Since
the contextual information in such systems can be restricted to local neighborhoods, modeling them becomes tractable.
In a Bayesian framework the restriction of contextual information to local neighborhoods is called the Markov property, and a system of sites that obey this property is termed a Markov random field (MRF). The merits of MRFs have
been demonstrated for a variety of computer vision tasks such as clustering,1 denoising,2, 3 and texture synthesis.4, 5 MRFs
have shown particular proficiency in image segmentation. Farag,6 for example, used MRFs and expectation-maximization
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to segment multimodal brain and lung images. Kato7 developed an image segmentation algorithm that incorporated both
color and textural information. Using an adaptive Markov model, Awate8 proposed an unsupervised method for classifying magnetic resonance images of the brain. In general, MRF segmentation techniques have evolved into sophisticated
algorithms that employ multiresolution analysis9 and complex boundary models.10
MRFs are established through the construction of local conditional probability density functions (LCPDFs). These
LCPDFs—one centered about each site—model the local inter-site dependencies of a random process. In combination,
these LCPDFs can establish a joint probability density function (JPDF) relating all sites. The difficultly lies in the fact
that only LCPDFs of certain functional forms will reconstitute a valid JPDF. Specifically, the Gibbs-Markov equivalence
theorem11 states that the JPDF will be valid if and only if it, and transitively, the LCPDFs can be represented as Gibbs
distributions. Since Gibbs distributions are expressed as a product of potential functions, tailoring LCPDFs to model a specific process devolves into the intelligent selection of these functions. Unfortunately, potential functions are mathematical
abstractions, lacking intuition and physical meaning (at least outside of statistical physics). Consequently, constructing
LCPDFs through their selection becomes an ad hoc procedure, usually resulting in generic1, 12, 13 and/or heuristic5 models.
In this paper we demonstrate that under certain conditions the LCPDFs can be formulated in terms of probability
distributions instead of potential functions. We call our novel formulation probabilistic pairwise Markov models (PPMMs).
The probabilistic formulation of PPMMs obviates the need for ad hoc representations and returns the construction of the
LCPDFs to the familiar Bayesian framework. Furthermore, since the probabilities have meaningful interpretations, the
functional forms, modeling capabilities, and expected behavior of the available LCPDFs become more apparent. This
allows the creation of relatively sophisticated LCPDFs, increasing our ability to model complex processes. To demonstrate
the advantages of PPMMs over typical Markov models we incorporate both into an algorithm to detect prostate cancer
(CaP) on whole-mount histological sections (WMHSs) of radical prostatectomies.

1.2 Computer-Aided Detection of Prostate Cancer on Whole-Mount Histology
Annually in the US 186, 000 people are diagnosed with CaP and over 43, 000 die from it. The examination of histological
specimens remains the definitive test for diagnosing CaP. Though the majority of such analysis is performed on core biopsies, the consideration of whole-mount histological sections is also important. Following prostatectomy, the staging and
grading of WMHSs help determine prognosis and treatment. Additionally, the spatial extent of CaP as established by the
analysis of WMHSs can be registered to other modalities (eg. magnetic resonance imaging), providing a “ground truth”
for the evaluation of computer-aided diagnosis (CAD) systems that operate on these modalities. The development of CAD
algorithms for WMHSs is also significant for the following reasons: 1) CAD offers a viable means for analyzing the vast
amount of the data present in WMHSs, a time-consuming task currently performed by pathologists, 2) the extraction of reproducible, quantifiable features can help refine our own understanding of prostate histopathology, thereby helping doctors
improve performance and reduce variability in grading and detection, and 3) the data mining of quantified morphometric
features may provide means for biomarker discovery, enabling, for example, the identification of patients whose CaP has a
high likelihood of metastasis or post-treatment recurrence.
With respect to prostate histology Begelman14 considered nuclei segmentation for hematoxylin and eosin (H&E)
stained prostate tissue samples using a semi-supervised, fuzzy-logic engine. Doyle15 used features derived from the segmentation of nuclei and glands to determine Gleason grade in core biopsy samples. To aid in manual cancer diagnosis
Gao16 applied histogram thresholding to enhance the appearance of cytoplasm and nuclei. In this paper we introduce the
first CAD system for detecting CaP in WMHSs. This system is specifically designed to operate at low-resolution (0.008mm
per pixel) and will eventually constitute the initial stage of a hierarchical analysis algorithm, identifying areas for which
a higher-resolution examination is necessary. As documented in our previous approach17 for prostate biopsy specimens, a
hierarchical methodology provides an effective means for analyzing high density data. (Prostate WMHSs have 500 times
more data than a four view mammogram.) Even at low resolutions, gland size and morphology are noticeably different in
cancerous and benign regions.18 In fact, we will demonstrate that gland size alone is a sufficient feature for yielding an
accurate and efficient algorithm. Additionally, we leverage the fact that cancerous glands tend to be proximate to other
cancerous glands. This information is modeled using Markov random fields (MRFs).
The remainder of the paper is organized as follows: Section 2 reviews basic MRF theory and establishes the necessary
nomenclature. In Section 3 we introduce probabilistic pairwise Markov models. We then outline our cancer detection
algorithm in Section 4. An evaluation of both the PPMM and Potts model in the context of this detection algorithm is
provided in Section 5. Section 6 provides concluding remarks.
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2. REVIEW OF MARKOV RANDOM FIELDS
2.1 Random Field Nomenclature
Let the set S = {1, 2, . . . , N } reference N sites to be classified. Each site s ∈ S has two associated random variables: Xs ∈
Λ ≡ {ω1 , ω2 , . . . , ωL } indicating its state (class) and Ys ∈ RD representing its D-dimensional feature vector. Particular
instances of Xs and Ys are denoted by the lowercase variables xs ∈ Λ and ys ∈ RD . Let X = (X1 , X2 , . . . , XN ) and
Y = (Y1 , Y2 , . . . , YN ) refer to all random variables Xs and Ys in aggregate. The state spaces of X and Y are the Cartesian
products Ω = ΛN and RD×N . Instances of X and Y are denoted by the lowercase variables x = (x1 , x2 , . . . , xN ) ∈ Ω and
y = (y1 , y2 , . . . , yN ) ∈ RD×N . See Table 1 for a reference of the notation and symbols used in this paper.
Let G = {S, E} establish an undirected graph structure on the sites, where S and E are the
vertices (sites) and edges, respectively. A clique c is any subset of S which constitutes a fully
connected subgraph of G, i.e. each site in c shares an edge with every other site. The set C
contains all possible cliques. A neighborhood ηs is the set containing all sites that share an edge
with s, i.e. ηs = {r : r ∈ S, r = s, {r, s} ∈ E}. If P is a probability measure defined over Ω then
the triplet (G, Ω, P ) is called a random field.
These concepts are best understood in the context of an example. The graph in Figure 1
has sites S = {1, 2, 3, 4, 5, 6} and edges E = {{1, 2} , {1, 4} , {1, 5} , {2, 3} , {2, 6} , {4, 5}}.
The neighborhood of site 5, for example, is η5 = {1, 4}. There are six one-element cliques
C1 = {{1} , {2} , {3} , {4} , {5} , {6}}, six two-element cliques C2 = E, and one three-element
clique C3 = {{1, 4, 5}}. The set C is the union of C1 , C2 , and C3 . The set of possible states
for each Xs is Λ = {b, w}, where b and w represent black and white, respectively. The random
variable Ys ∈ R reflects the diameter of site s. For this example we have x = (w, b, b, b, w, b)
and y = (0.9, 1.5, 1.6, 1.4, 1.1, 1.3).

Figure 1. Graph with six
sites and binary states. The
diameter of each site is its
associated feature.

Finally, we establish a convention for representing probabilities. Let P (·) indicate the probability of event {·}. For instance, P (Xs = xs ) and P (X = x) signify the probabilities of the events {Xs = xs } and {X = x}.
Whenever appropriate we will simplify such notations by omitting the random variable, e.g. P (x) ≡ P (X = x). Let p(·)
represent a probability density function (PDF); for example, pb might indicate a binomial PDF. The notations P (·) and
p(·) are useful in differentiating P (xs ) which indicates the probability that {Xs = xs } from pb (xs ) which refers to the
probability that a binomial random variable assumes the value xs .

2.2 Maximum a Posteriori Estimation
Given an observation of the feature vectors Y we would like to estimate the states X. The preferred method is maximum
a posteriori (MAP) estimation19 which entails maximizing the following quantity over all x ∈ Ω:
  
  
P yx P (x)

P xy =
P (y)
  
(1)
∝ P yx P (x) .
The first term in (1) reflects the influence of the feature vectors. It can be simplified by assuming that all Ys are conditionally
independent and identically distributed given their associated Xs . This assumption implies that if the class Xs of site s is
known then 1) the classes and features of the remaining sites provide no additional information when estimating Ys and 2)
the conditional distribution of Ys is identical for all s ∈ S. As a result we have
   
  
P y x =
P ys xs
s∈S

=



  
pf ys xs ,

(2)

s∈S

  
where the use of the single PDF pf indicates that P ys xs is identically distributed across S. The second term in (1)
reflects the influence of the class labels. In general, modeling this high-dimensional PDF is intractable. However, if the
Markov property is assumed its formulation simplifies. This is the topic of the following sections.
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Symbol
Description
Symbol
Description
S
Set referencing N sites
X ∈ Ω Collection of all Xs : X = (X1 , X2 , . . . , XN )
E
Set of edges connecting sites
x∈Ω
Instance of X: x = (x1 , x2 , . . . , xN )
G
Undirected graph with vertices S and edges E
Ω
Domain of X and x: Ω = ΛN
D×N
Λ
Set of possible states
Y∈R
Collection of all Ys : Y = (Y1 , Y2 , . . . , YN )
Xs ∈ Λ
Random variable indicating state at site s
y ∈ RD×N
Instance of Y: y = (y1 , y2 , . . . , yN )
xs ∈ Λ
Instance of Xs
ηs
Set of sites that neighbor s ∈ S
Ys ∈ RD Random variable indicating feature vector at site s
x-s
States of all sites r ∈ S except s
ys ∈ RD
Instance of Ys
xηs
States of all sites such that r ∈ ηs
Table 1. List of notation and symbols.

2.3 Random Fields and the Markov Property
The random field (G, Ω, P ) is a Markov Random Field (MRF) if its local conditional probability density functions
(LCPDFs) satisfy the Markov property:
  
  
(3)
P xs x-s = P xs xηs ,


th
where x-s = (x1 , . . . , xs−1 , xs+1 , . . . , xN ), xηs = xηs (1) , . . . , xηs (|ηs |) , and ηs (i) ∈ S is the i element of the set ηs .
Thus, the Markov property simplifies the forms of the LCPDFs.
Given the LCPDFs for all s ∈ S we can uniquely recover the corresponding joint probability density function (JPDF)
P (x) using Brook’s Lemma.20 However, it is unlikely that a group of arbitrarily selected LCPDFs will be consistent in the
sense that they define a valid JPDF.11 That is, consistent LCPDFs are limited to certain functional forms. The HammersleyClifford theorem11 establishes the functional forms of LCPDFs that are both consistent and satisfy the Markov property.

2.4 Gibbs-Markov Equivalence
The connection between the Markov property and the JPDF of X is revealed by the Hammersley-Clifford (Gibbs-Markov
equivalence) theorem.11 This theorem states that a random field (G, Ω, P ) with P (x) > 0 for all x ∈ Ω satisfies the Markov
property if and only if it can be expressed as a Gibbs distribution:
P (x) =

1 
Vc (x) ,
Z

(4)

c∈C



where Z = x∈Ω c∈C Vc (x) is the normalizing constant and the Vc are positive functions, called clique potentials, that
depend only on those xs such that s ∈ c. The proof that all Gibbs systems are Markovian reveals the form of the LCPDFs:
  
P xs x-s
=
=
=

P (x)
P
(X
s = λ, X-s = x-s )
λ∈Λ


c∈C-s Vc (x)
c∈Cs Vc (x)



c∈C-s Vc (x)
λ∈Λ
c∈Cs Vc (x1 , . . . , xs−1 , λ, xs+1 , . . . , xN )

  
c∈Cs Vc (x)


= P xs xηs ,
λ∈Λ
c∈Cs Vc (x1 , . . . , xs−1 , λ, xs+1 , . . . , xN )


(5)

where Cs represents {c ∈ C : s ∈ c} and C-s represents {c ∈ C : s ∈
/ c}. Proving the converse is more involved; see the proofs
by Grimmet,21 Moussouris,22 and Geman.23

3. PROBABILISTIC PAIRWISE MARKOV MODELS
In this section we introduce a means for constructing consistent LCPDFs using probability density functions instead of
potentials. We call the resulting models probabilistic pairwise Markov models (PPMMs).
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3.1 Assumptions and Derivations
We begin by assuming that the LCPDFs are stationary. That is, each random variable Xs with m = |ηs | neighbors has the
identical LCPDF given by p0|m (·|·). The goal is to uncover forms of p0|m that can be expressed using probabilities and
still satisfy the Gibbs-Markov equivalence theorem. The result of the following derivation reveals such forms:
  
  
pm|0 xηs xs p0 (xs )

  
= 
(6)
p0|m xs xηs

λ∈Λ pm|0 xηs λ p0 (λ)
 

m
p0 (xs ) i=1 pi|0 xηs (i) xs
 

m
(7)
= 

i=1 pi|0 xηs (i) λ
λ∈Λ p0 (λ)




p0 (xs ) r∈ηs p1|0 xr xs
 


(8)
= 

λ∈Λ p0 (λ)
r∈ηs p1|0 xr λ
1−|ηs | 
p0 (xs )
r∈ηs p0,1 (xs , xr )
= 
,
(9)
1−|ηs | 
λ∈Λ p0 (λ)
r∈ηs p0,1 (λ, xr )
Equation (6) follows from Bayes Law. Equation (7) results from the assumption that pm|0 can be adequately represented
as a product of conditional distributions. The replacement of all pi|0 with p1|0 in (8) reflects the further assumption
  that
each conditional distribution is identical∗ . The final reformulation in (9) is a consequence of subsituting p1|0 xr xs =
p0,1 (xs , xr ) /p0 (xs ).
To verify that the stationary LCPDFs given in (9) constitute a valid MRF we must show that they can be represented
using potential functions. Comparing (9) with (5) suggests the following forms for the clique potentials:
⎧
⎨ p0 (xs )1−|ηs | if |c| = 1 and c = {s}
Vc (x) =
(10)
p (x , x ) if |c| = 2 and c = {s, r}
⎩ 0,1 s r
1
otherwise.
However, p0,1 must be positive and symmetric in order for the clique potentials in (10) to produce the LCPDFs given
by (8) and (9) for every s ∈ S. To see this consider two neighboring sites s and r. Equation (5) indicates that each
of their respective LCPDFs will contain V{s,r} because {s, r} ∈ Cs and {s, r} ∈ Cr . Since V{s,r} needs to be a single
Consefunction, we must choose either V{s,r} = p0,1 (xs , xr ) or V{s,r} = p0,1 (xr , xs ). Let us arbitrarily select
 former.
 the


quently, the LCPDF of Xr will contain the term p0,1 (xs , xr ) /p0 (xr ) which equals the required p1|0 xs xr if and only if
p0,1 (xs , xr ) = p0,1 (xr , xs ). This need for symmetry explains why the potential functions were selected from (9) and not
(8).
Note that Equation (10) is restricted to pairwise potentials. Pairwise potentials only consider interactions among oneand two-element cliques. That is, potentials for cliques with more than two elements are assumed to be identically one.
Pairwise potentials form the basis for automodels,11 which constitute the majority of current parametric MRF models.
However, automodels, unlike our PPMMs, restrict the LCPDFs to members of the exponential family. Examples of automodels include the following: auto-normals (Gaussian MRF), auto-logistics, and auto-binomials.

3.2 Interpreting the Potts Model as a PPMM
Gaussian MRFs notwithstanding, the Potts model, a multi-class generalization of the Ising automodel, is the most prevalent
MRF formulation. The potential functions of the Potts model are pairwise. That is, only two-element cliques can yield
values that are not identically one. These potential functions are defined as follows:
Vc (x) =

eβ
1

if |c| = 2 and xr = xs , c = {r, s}
otherwise,

(11)

where β > 0 (except in rare instances). Since eβ > 1, neighboring pixels with identical states will contribute more to the
JPDF and their respective LCPDFs than neighboring pixels with differing states. The degree of contribution is a function
∗

It is worth noting that the conditional distributions pi|0 need not be identical. In fact, for regular lattices such as images it may be
important for them to remain unique. The results in this paper can easily be extended to such circumstances.
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of β, with greater values of β producing “smoother” solutions. To see this consider the MAP estimation of (1). Increasing
β increases the weight of the second term, further encouraging neighboring sites to share the same label.
Using the previous results from Section 3 we can reformulate the Potts model as a PPMM. First, note that multiplying
a clique potential Vc by a constant does not effect the LCPDFs (see the derivation of (5)); it only alters the normalizing
coefficient Z of the JPDF. Since the Potts model defines each one-element clique potential as a constant, we see from (10)
that p0 must also be a constant. The only acceptable constant is p0 (λ) = 1/ |Λ|. The pairwise probabilities are
⎧
eβ
⎨
if λ0 = λ1
|Λ|(eβ +|Λ|−1)
(12)
p0,1 (λ0 , λ1 ) =
1
⎩
otherwise.
β
|Λ|(e +|Λ|−1)
Note that this probability function is symmetric.

4. APPLICATION OF PPMMS TO CAP DETECTION ON PROSTATE HISTOLOGICAL SECTIONS
In this section we present our novel CAD system for detecting cancerous glands on digitized whole-mount histological
sections of the prostate. We first provide a basic outline of the algorithm and then discuss each component in detail.

4.1 Algorithm Overview
Figure 3(a) illustrates a prostate histological (tissue) section. The pinkish hue results from
the hematoxylin and eosin (H&E) staining procedure. The black circle delimits the approximate spatial extent of CaP as delineated by a pathologist; since it exists on the physical slide, it remains an indelible part of the digitized image. The numerous white regions
are the lumens—holes in the prostate through which fluid flows—of secretory glands.
Our CAD system identifies CaP by leveraging two biological properties: 1) cancerous
glands (and hence their lumens) tend to be smaller in cancerous than benign regions and
2) malignant/benign glands tend be proximate to other malignant/benign glands.18

Hrstology Image
+

Gland Segmentation
Gland Boundaries
+

Feature Extraction
Gland

Features (Gland Area)

The basic algorithm, illustrated in Figure 2, proceeds as follows: 1) The glands (or, Centroids
+
Bayesian Classification
more precisely, the gland lumens) are identified and segmented. Figure 3(b) illustrates
the segmented gland boundaries in green. Figure 3(c) provides a magnified view of the
Initial Labels
+
white box in Figure 3(b). 2) Morphological features are extracted from the segmented
MRF Iteration (WICM)
boundaries. Currently, we only consider one feature: glandular area. 3) A Bayesian
Final Labels
classifier—using the distribution pf in (2) which models the glandular area—assigns
a probability of malignancy to each gland. If the probability exceeds a predetermined
threshold τarea the gland is labeled as malignant; otherwise it is labeled benign. The blue
Figure 2. CAD Algorithm
dots in Figure 3(d) indicate the centroids of those glands classified as malignant. 4) The
MRF algorithm refines these labels, thereby enforcing the precept that nearby glands tend
to share the same class. The malignant labels resulting from the MRF iteration are shown in Figure 3(e); the blue dots
indicate the centroids of those glands labeled as cancerous.

4.2 Specific Notation for CaP Detection Algorithm
We recapitulate the gland classification problem in terms of the MRF nomenclature in Section 2. Let the set S =
{1, 2, . . . , N } references the N glands in a WMHS. The random variable Ys ∈ R indicates the square root of the area
of gland s. The label Xs of gland s is one of two possible classes: Xs ∈ Λ ≡ {ω1 , ω2 }, where ω1 and ω2 indicate
malignancy and benignity. Two glands are neighbors if the distance between their centroids is less than 0.7mm.

4.3 Gland Segmentation
Since color information is extraneous in the identification of gland lumens on digitized histological images, all segmentation is performed using the luminance channel from CIE Lab color space. The CIE Lab color space is known to be
more perceptually uniform than the RGB color space.24 In luminance images glands appear as regions of contiguous, high
intensity pixels circumscribed by sharp, pronounced boundaries. To segment these regions we adopt a routine first used
for segmenting breast microcalcifications.25 A brief outline of this segmentation routine is now provided. First, define
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(a)

(b)

(d)

(c)

(e)

Figure 3. (a) H&E stained prostate histology section; black ink mark provided by pathologist roughly indicates CaP extent. (b) Gland
segmentation boundaries. (c) Magnified view of white box in (b). Centroids of cancerous glands before (d) and after (e) MRF iteration.

the following: 1) current region (CR) is the set of pixels representing the segmented region in the current step of the
algorithm, 2) current boundary (CB) is the set of pixels that neighbor CR in an 8-connected sense, but are not in CR,
and 3) internal boundary (IB) is the subset of pixels in CR that neighbor CB. These definitions are illustrated in Figure 4. The growing procedure begins by initializing CR to a seed pixel assumed to lie within the gland. At each iteration
CR expands by aggregating the pixel in CB with the greatest intensity. CR and CB are updated, and the process continues. The algorithm terminates when the L∞ norm from the seed to the next aggregated pixel exceeds a predetermined
threshold. That is, the L∞ norm establishes a square bounding box about the seed; the growing procedure terminates
when the algorithm attempts to add a pixel outside this box. During each
iteration the algorithm measures the boundary strength which is defined as
the average intensity of the pixels in IB minus the average intensity of the
L Internal boundary (IB)
pixels in CB. After the growing procedure terminates, the region with the
Current boundary (CB)
greatest boundary strength is selected.
Seed pixels are established by finding peaks in the image after Gaussian
smoothing. Since gland sizes can vary greatly, we smooth at multiple scales,
Figure 4. Example of current segmented reeach of which is defined by the sigma σg ∈ {0.2, 0.1, 0.05, 0.025}mm of a
gion (CR), internal boundary (IB), and current
Gaussian kernel.† The length l of each side of the bounding box used for boundary (CB) during a step of the region growterminating the segmentation step is tied to the scale: l = 12σg . The final seg- ing algorithm.
mented regions may overlap. In this event the region with the highest boundary measure is retained. Figure 3(b) illustrates gland boundaries (green) after
segmentation. A magnified view of the white box in Figure 3(b) is shown in Figure 3(c).

4.4 Feature Extraction, Modeling, and Bayesian Classification
Gland area is used to discriminate benign from malignant glands.18 Since we employ a Bayesian framework, we require
estimates of the conditional probability density functions of gland area for both malignant ω1 and benign ω2 glands. Using
†

The growing procedure operates on the original image.
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the equivalent square root of gland area (SRGA), the pdfs pf ys ω1 and pf ys ω2 , which correspond to the PDF pf in
(2), can be accurately modeled with a weighted sum of gamma distributions:
g(y; θ, k, α) = αy k1−1

−y/θ2
e−y/θ1
k2−1 e
+
(1−α)
y
,
θ1k1 Γ (k1 )
θ2k2 Γ (k2 )

(13)

where y > 0 is the SRGA, α ∈ [0, 1] is the mixing parameter, k1 , k2 > 0 are the shape parameters, θ1 , θ2 > 0 are the scale
parameters, and Γ is the Gamma function. A Bayesian classifier uses these PDFs to calculate the probability of malignancy
for each gland. Those glands whose probabilities exceed the predetermined threshold τarea are labeled malignant; the
remainder are classified as benign. The centroids of glands labeled as malignant are shown as blue dots in Figure 3(d).

4.5 Modeling the Homogeneity of Neighboring Glands as a MRF
4.5.1 Probabilistic Pairwise Markov Models for Binary Classes
The PPMMs require the probability p0,1 , or equivalently, p1|0 and p0 . For the binary classes the general forms of these
probabilities are
  
  


  
p1|0 ω1 ω1 p1|0 ω1 ω2
a
b
  
   =
.
(14)
p1|0 λ1 λ0 =
1−a 1−b
p1|0 ω2 ω1 p1|0 ω2 ω2
and

 


p0 (λ0 ) = p0 (ω1 ) p0 (ω2 ) = c 1−c .

(15)

The required symmetry of

 that c(1−a) = (1−c) b, yielding c = b/ (1+b−a). In the case of the Potts
 p0,1 necessitates
model we have a = eβ / 1 + eβ , b = 1/ 1 + eβ , and c = 1/2.
Values for a and b (or β for the Potts model) can obtained from training data. Though (14) is a nonparametric distribution in the sense that there is no assumed model, the limited degrees of freedom allow the use of parametric estimation
techniques. Since maximum likelihood estimation is numerically untenable for MRFs, maximum pseudo-likelihood estimation (MPLE)11, 26 is the preferred alternative. MPLE maximizes the product of the LCPDFs over all samples, and unlike
MLE, does not require computing the intractable normalizing factor Z in (4).
4.5.2 Weighted Iterated Conditional Modes for MAP Estimation
In Section 2.2 we defined the optimal states x as those that maximize the a posteriori probability in (1). The literature
provides several means for performing this maximization.27, 28 We have selected iterated conditional modes2 (ICM), a
deterministic (as opposed to stochastic) relaxation technique. However, since our CAD system requires the ability to favor
certain classification results (i.e. misclassifying a malignant lesion is more serious than misclassifying a benign one), we
must slightly adapt the ICM algorithm to incorporate this capability. Before discussing this adaptation we review the basic
ICM algorithm.
ICM is based on the following reformulation of (1):
 
  

P xy = P xs x-s , y P (x-s , y)

 
= P xs xηs , ys P (x-s , y)
     
∝ P ys xs P xs xη P (x-s , y) .

(16)

(17)
s



Increasing the first two terms of (17) necessarily increases P X = xY = y . Since both terms depend only on s and its
neighborhood, they can be easily evaluated. This suggests a global optimization strategy that sequentially visits each site
s ∈ S and determines the label xs ∈ Λ that maximizes the first two terms of (17). In the case of binary classes this reduces
to following decision:



⎧
P Xs =ω1 Xηs =xηs ,Ys =ys
⎨

 > τicm
ω1 if 
(18)
xs =
P Xs=ω2 Xηs=xηs ,Ys=ys
⎩
ω2 otherwise,
where τicm = 1. ICM, after several iterations, converges to a local maximum of (1). Since the maximization problem is nonconvex, no realizable optimization strategy is guaranteed to identify the global maximum. However, in many situations,
such as our own, the local maximum is actually more appropriate.2, 28
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An examination of (18) immediately suggests varying τicm as a means for favoring one class over the other. As τicm
decreases (18) will increasingly prefer ω1 . Contrastingly, increasing τicm will favor ω2 . Since the value of τicm implicitly
weights the importance of each class, we refer to the modified algorithm as weighted iterated conditional modes (WICM).
Figure 3(e) illustrates the result of applying WICM to the gland labels in Figure 3(d). It is worth noting that the WICM
algorithm can be derived in a more general and mathematically rigorous fashion using Bayesian cost functions. However,
such analysis is beyond the scope of this paper. For a general discussion of Bayesian risk analysis see Duda and Hart.19

5. EXPERIMENTAL RESULTS AND DISCUSSION
In this section we qualitatively and quantitatively compare the effectiveness of the PPMM and the Potts model by alternately
incorporating both into the CAD algorithm. We begin by discussing the dataset over which the CAD performance will be
evaluated. Next we address the specific procedures used to train and test the CAD system. Finally, we present the results
and discuss their significance.

5.1 Data
The dataset consists of 20 prostate histological sections taken from 19 patients at two separate clinics (University of
Pennsylvania and Queens University in Canada). In 13 of the cases the cancerous extent was delineated by a pathologist
on the physical slide, and consequently, remains in the digital image. This was previously illustrated in Figure 3(a). In
seven cases the CaP extent was determined after digitization. An example of this is shown in Figure 5(c); the black mark
demarcating CaP is an overlay and was not present during CAD processing. Note that the CaP segmentations are coarse.
They were performed with the singular goal of enclosing all cancerous glands, and consequently, may contain other classes
such as benign glands, muscle tissue, and stroma.

5.2 Experimental Design
Training The training procedure begins by segmenting the glands in each training image and then calculating their areas
and centroids. Glands whose centroids fall within the pathologist provided truth are labeled as malignant; otherwise they
are labeled benign. A MLE procedure uses these labeled samples to estimate the parameters for the mixtures of Gamma
distributions used to model pf (see Section 4.4). The graph structure connecting the glands is determined from the gland
centroids: two glands share an edge if the distance between their centroids is less than 0.7mm. A MPLE procedure uses
the graph structure and gland labels to estimate parameters for both the PPMM (a and b) and Potts model (β).
Testing For each test image the CAD algorithm segments the glands and then extracts their areas and centroids. The
CAD system uses these areas to determine the probability of malignancy for each gland. Those glands whose probability
of malignancy is greater than τarea = 0.25 are classified as malignant; otherwise they are classified as benign. These
classification results are passed to the MRF iteration—weighted iterated conditional modes. A graph structure over the
glands is established using the methodology described in the testing
procedure. In addition to this graph structure the

WICM algorithm requires the conditional distribution P xs xηs ; this distribution is provided by either the PPMM or
Potts model. Consequently, we have two possible CAD systems which we will refer to as PPMM CAD and Potts CAD.
The final gland labels from both CAD systems will depend upon the threshold τicm used in the WICM alogirithm. The
selection of this threshold is discussed in the next subsection.

5.3 Results
Qualitative Results We now provide a qualitative comparison of the PPMM and Potts CAD systems. The training and
test sets were established using a leave-one-out strategy. The performances of the CAD systems were varied by adjusting
τicm until their respective sensitivities approximately equaled 0.72, i.e. they detected 72 percent of the malignant glands.
Figures 5(a)-(h) show results for eight histological slices using PPMM CAD. Figures 5(i)-(p) provide results for the same
slices using the Potts CAD. The blue dots indicate the centroids of those glands labeled as malignant. The black lines
enclose the spatial extent of the CaP.
Both CAD systems demonstrate remarkable proficiency, especially considering that they only examine glandular area
while disregarding factors such as nuclei density, color information from the H&E staining, morphology, and glandular arrangement. Notice that every cancerous delineation (black mark) of appreciable area contains multiple detections
(blue dots). It may seem curious that the black delineations are not densely filled with detections. However, this is not
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Figure 5. Results from gland detection algorithm: (a)-(h) PPMM CAD, (i)-(p) Potts CAD. The black lines delineate CaP extent. The
blue dots indicate the centroids of the glands labeled as malignant. Both algorithms were set to a malignant gland sensitivity of 72%.

unexpected. As mentioned previously, the CaP segmentations are coarse and contain areas with no malignant glands.
Additionally, the CAD algorithm operates at the resolution where some glands are not identifiable. Finally, a careful examination of images in Figure 5 reveals the superior performance of the PPMM over the Potts CAD: many more false
positives are visible in Figures 5(i)-(p) than in Figures 5(a)-(h). For example, Figure 5(a) contains no false positives, while
in Figure 5(i) several spurious blue dots are visible. Similar comparisons can be made for the remaining images.
Quantitative Results We next provide a quantitative comparison of the two CAD systems. The training and testing data—
which were identical for both systems—consisted of 20 independent trials using randomized 3-fold cross-validation. By
varying τicm from zero to infinity, receiver operator characteristic (ROC) curves were generated for each trial. Figure 6(a)
illustrates the average of these ROC curves for both CAD systems. The true positive rate is the ratio of malignant glands
correctly classified to the total number of malignant glands. The false positive rate is the ratio of benign glands incorrectly
classified to the total number of benign glands. For reference, this figure also includes the ROC curve (dotted line) indicat-
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ing the classification performance if no MRF were used. That is, prior to the MRF iteration a Bayesian classifier assigns
an initial probability of malignancy to each gland based solely on its area; the performance capability of this classifier is
shown as the dotted ROC curve in Figure 6(a). Figure 6(b) provides a bar plot of the average area under the ROC curves
of the PPMM and Potts CAD systems. The error bars indicate the standard error of this statistic. The PPMM outperforms
the Potts by a margin that is statistically significant.

1
True Positive Rate

0.9
0.85
0.8
PPMM CAD
Potts CAD
No MRF

0
0

False Positive Rate
(a)

0.75

1

0.7

PPMM CAD

Potts CAD

Figure 6. (a) Receiver operator characteristic (ROC) curves for PPMM
(solid) and Potts (dashed) CAD systems averaged over 20 trials using randomized 3-fold cross-validation. Dotted ROC curve indicates performance
of area-based classification preceding
MRF iteration. (b) Area under corresponding ROC curves in (a). Errors
bars indicate standard error over the
20 trials.

(b)

6. CONCLUDING REMARKS
MRFs employ a Bayesian framework to incorporate contextual information into classification tasks. The contextual information is modeled locally, using multiple local conditional probability functions. The MRF framework implicitly combines
these LCPDFs into a joint probability density function which describes the entire system. However, only LCPDFs of certain functional forms are capable of reconstituting a valid JPDF. The Gibbs-Markov equivalence theorem reveals these
forms, representing them as a product of clique potentials. Unfortunately, these potentials are nonintuitive, hindering the
construction of the LCPDFs. In response to this lack of intuition we introduced probabilistic pairwise Markov models.
PPMMs formulate the LCPDFs in terms of probability distributions instead of potential functions. This facilitates the
creation of more intuitive and expansive LCPDFs, ultimately enabling us to better model random processes.
We evaluated the PPMMs in the context of a novel computer aided diagnosis system for the detection of prostate cancer
on whole-mount histology. Relying only on gland size and the tendency for malignant glands to group together, the CAD
system provides a simple, powerful, and rapid—requiring only five to seven minutes to analyze a 3000×5000 image on 2.4
Ghz Intel Core2 Processor—method for the detecting CaP from low-resolution whole-mount histology specimens. Since
the CAD system only considers glandular area, we expect a significant boost in performance when we begin including
additional glandular features such as those characterizing morphology and color information. We compared our PPMM
to the prevalent Potts model by alternately incorporating both into the CAD system and then testing them over a cohort
of 20 studies. With the Potts model the CAD system was able to detect cancerous glands with a specificity of 0.82 and
sensitivity of 0.71; the area under its receiver operator characteristic curve (AUC) was 0.83. If instead the PPMM model
was employed the sensitivity (specificity was held fixed) and AUC increased to 0.77 and 0.87.
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