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ABSTRACT

Mouse lung models facilitate the study of the pathogenesis of various pulmonary diseases such as infections and inflammatory diseases. The co-registration of ex vivo histological data and pre-excised magnetic resonance imaging (MRI) in
preclinical mouse models would allow for determination and validation of imaging signatures for different pathobiologies
within the lung. While slice-based co-registration could be used, this approach assumes that (a) slice correspondences between the two different modalities exist, and (b) finding slice correspondences often requires the intervention of an expert
and is time consuming. A more practical approach is to first reconstruct the 3D histological volume from individual slices,
then perform 3D registration with the MR volume. Before the histological reconstruction, image registration is required to
compensate for geometric differences between slices. Pairwise algorithms work by registering pairs of successive slices.
However, even if successive slices are registered reasonably well, the propagation of registration errors over slices can
yield a distorted volumetric reconstruction significantly different in shape from the shape of the true specimen. Groupwise
registration can reduce the error propagation by considering more than two successive images during the registration, but
existing algorithms are computationally expensive. In this paper, we present an efficient groupwise registration approach,
which yields consistent volumetric reconstruction and yet runs equally fast as pairwise registration. The improvements are
based on 1) natural gradient which speeds up the transform warping procedure and 2) efficient optimization of the cost
function of our groupwise registration. The strength of the natural gradient technique is that it could help mitigate the impact of the uncertainties of the gradient direction across multiple template slices. Experiments on two mouse lung datasets
show that compared to pairwise registration, our groupwise approach runs faster in terms of registration convergence, and
yields globally more consistent reconstruction.

1. INTRODUCTION
1.1 Motivation
Mouse lung models can facilitate the study of the pathogenesis of various pulmonary diseases such as infections and
inflammatory diseases. In order to infer microscopic parenchyma and airways across the entire lung, there is a need to
co-register ex vivo histology with in vivo magnetic resonance imaging (MRI) in preclinical animal models. Slice-based
co-registration is one solution, but establishing slice correspondences often requires the intervention of an expert and is
time consuming and also assumes that slice correspondences exist and are discoverable.1 The alternative solution is to
reconstruct 3D histology volume first, then register it with the 3D MR volume. Before the histological reconstruction,
image registration is required to compensate for geometric differences between slices. Pairwise algorithms are usually
used by registering pairs of successive slices.2–4 However, even if successive slices are registered well, the propagation of
registration errors over slices can yield a volumetric reconstruction distorted from the shape of the true specimen.
Groupwise registration can reduce the impact of error propagation by considering more than two successive images in
its registration .5–9 However, simultaneously aligning many images is a large burden in both memory and computation.
Peng et al6 proposed to minimize the rank of the vectorized misaligned images. However, estimating matrix rank requires
all images to be linearly correlated, which histological slices rarely satisfy. As a tradeoff between globality and efficiency,
∗
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Krinidis et al5 sequentially registered each image to its five close neighborhoods in both directions. Unfortunately, the
registration bias of this approach can be as large as piecewise registration when neighborhoods are not well defined.
Alternatively, the congealing approach in12 iteratively picks one image out and aligns it to all the remaining images. With
a sufficient number of iterations, all images can be finally aligned with small bias. But since the moving image is randomly
held out and the misalignments involving the remaining images are highly inconsistent, the congealing proceeds slowly
and ambiguously in the beginning.
In this paper, we present an efficient groupwise registration approach to mouse lung reconstruction, which is fast yet
less likely to be biased by error propagation. Our approach is based on the congealing idea12 that iteratively picks one
moving slice out to be aligned. But since the order of slices is known, we (1) sequentially pick the slice rather than
doing it randomly and (2) align the selected image to all previously aligned slices rather than all the remaining ones.
This greatly saves registration time, yet allows for the maintenance of a low risk of bias. The registration is solved by
the efficient Lucas-Kanade optimization framework10 with either a forward additive or inverse compositional warping
strategy. Meanwhile, in order to handle the uncertainties of using multiple templates, we integrate natural gradient11
into the optimization scheme to regularize the Hessian matrix towards temporally consistent warping directions, which
leads to faster registration convergence. Although our approach is evaluated in this work in the context of histological
reconstruction of the mouse, it can also be applied to a wide range of other problems.

1.2 Contributions
In this work, we present three major contributions:
1. We present an efficient groupwise registration framework for 3D lung reconstruction from individual slices, which
overcomes the biasing and drifting problems of pairwise registration.
2. We incorporate natural gradient into the procedure of registration optimization. It reduces the influence of the
uncertainties of multiple templates and results in faster registration convergence.
3. We present two incremental Lucas-Kanade optimization schemes to solve the groupwise registration problem, which
makes it even faster than pairwise registration.
In the following Section 2, we present our new groupwise registration approach. Then in Section 3, we present experimental results to evaluate our approach. Finally, in Section 4 we present our conclusions.

2. NEW GROUPWISE REGISTRATION WITH NATURAL GRADIENT
2.1 Groupwise Registration Formulation
Let p denote a transformation parameter and W is a warping function involving application of p to warp an image. Given
a set of N 2D spatially misaligned images Ω = {I1 , I2 , ..., IN }, image registration is employed to find pi for each image
Ii such that the differences among these images are minimal
arg

min

p1 ,p2 ,...,pn

Φ(I1 (W(x; p1 )), I2 (W(x; p2 )), ..., IN (W(x; pN ))),

(1)

where Φ is a difference measurement metric (e.g. sum of squared differences (SSD)) over the set of N warped images and x
is the pixel coordinate. The conventional pairwise registration requires specification of a template image and dynamically
updating it with the next aligned image.3 But when the template deviates from true subject, it introduces bias to the
registration results. Instead of explicitly specifying an individual template, groupwise registration alternatively constructs
a template group and simultaneously aligns all images to the group. Let Ωt denote the template image set and Ωm the
moving image set. The general formulation for groupwise registration can be expressed as follows
X X
{p1 , p2 , ..., pN } = arg min
(Ii (W(x; pi )) − Ij )2 ,
(2)
Ii ∈Ωm Ij ∈Ωt

where the template image set Ωt is dynamically updated with samples (or their population center) of Ω. The moving set
Ωm is correspondingly set as Ωm = Ω − Ωt . There are a large number of different schemes to construct and update Ωt . In
the extreme case when Ωt = {Ij } and j ∈ {j + 1, j = 1, 2, ..., N }, groupwise registration becomes pairwise registration.

2.2 Incremental Image Set Partition
Since each transformation pi is independently applied on each image, Eq. 2 can be decomposed to estimate each pi
separately
X
(Ij − Ii (W(x; pi )))2 .
(3)
pi = arg min
Ij ∈Ωt

The existing groupwise approaches keep Ωt = Ω throughout the entire registration procedure7, 12 and essentially performs
a groupwise registration with the average of the entire image set. Since images in Ω are highly misaligned in the beginning,
setting them as templates is slow and less reliable. In the machine learning field, incremental training often outperforms
patch training when data expectation is not available.13 Inspired by this, we present an incremental set partition scheme
that leads to fast registration convergence. In our scheme, we start with Ωt = {I1 }, Ωm = {I2 , ..., IN }. Then Ii ∈
Ωm , i ∈ {2, ..., n} is sequentially held out and aligned to all the template images in Ωt . Each time the derived transform
pi is applied not only to Ii but also to the remaining images in Ωm . This can help us to maintain the spatial consistency
among successive images. Afterwards, Ii is moved to the template set Ωt and another moving image is held out until Ωm
is em1pty. If needed, another around of the above process can be done for more precise registrations. The summary of the
procedure is
W arping : Ii ← Ii (W(x; pi )), f or each Ii ∈ Ωm
U pdate : Ωt ← Ωt + Ii , Ωm ← Ωm − Ii ; i ← i + 1.

(4)

Incrementally updating templates significantly eases the computational burden of the procedure and is less likely to be
biased compared to pairwise registration.

2.3 Incremental Gaussian-Newton Optimization
We adapt the Lucas-Kanade (L-K) based optimization framework10 to solve the cost function in Equation 3. Based on
how the warping function W is updated, we present two different solutions. One is based on groupwise forward additive
L-K (GFA) while the other is based on inverse compositional L-K (GIC) alignment framework.
Solution 1 (GFA): The GFA solution directly derives motion displacement △p to update p by
X
△p = arg min
kIj − Ii (W(x; pi + △p))k2
Ij ∈Ωt

pi ← pi + △p.

(5)

To make the problem solvable, it iteratively linearizes the function with respect to p via the first-order Taylor expansion:
X
kIj − Ii (W(x; pi )) − JTi △pk2 ,
(6)
△p = arg min
Ij ∈Ωt

where Ji denotes the image Jacobian of image Ii at pose pi , defined by the following chain rule
Ji =

∂Ii ∂W
∂W
·
|p=pi = ▽Ii ·
|p=pi .
∂W ∂p
∂p

(7)

The solution of Eq. 6 is obtained by taking derivatives of Eq. 3 with respect to △p and setting the derivatives to zero:
△p = (Ji JTi )−1 Ji (

1 X
Ij − Ii (W(x; pi ))),
|Ωt |

(8)

P
Ij is the average of template set Ωt . We can see that △p is actually determined by the intensity
where I = |Ω1t |
discrepancy between the moving image and the template average. Therefore, as we update the template set Ωt ← Ωt + Ii ,
we only need to incrementally update the template mean
I t+1 =

t
1
Ii .
It +
t+1
t+1

(9)

In other words, GFA only considers the mean image of template set but has to recompute Ji at each iteration.
Solution 2 (GIC): The critical issue with GFA is that the template average is fuzzy due to the spatial inconsistency of
sharp features of templates. To avoid this problem, we present an alternative solution GIC that is based on the inverse
compositional framework (IC).10 Since IC was originally proposed for pairwise registration, we term our solution as
groupwise inverse compositional registration (GIC). Instead of estimating △p on Ii , GIC measures motion by
X
kIj (W(W(x; △p); pj )) − Ii (W(x; pi ))k2 .
(10)
△p = arg min
Ij ∈Ωt

It has been proven that this cost function is equivalent to the original function in Eq. 5.10 We linearize the function by
taking derivatives with respect to △p and set the derivatives to zero. This deduces the solution for GIC
X
X
Jj (Ii (W(x; pi )) − Ij (W(x; pj )))
Jj JTj )−1
△p = (
j

= H−1 JD,

(11)

P

where H =
Jj JTj is the Gauss-Hessian matrix, J is the Jacobian matrix made of Jj column vectors, and D consists
of dj = Ii − Ij row vectors. Instead of involving fuzzy template mean in Eq. 8, GIC relies on all sharp templates. After
computing each △p, GIC composes the inverse warping of W(x; △p) onto the moving image
W(x; pi ) ← W(x; pi ) ◦ (x; △p)−1 ,

(12)

where ◦ is the matrix composition operator and W(x; △p)−1 is the inverse of W(x; △p). Since pj is unchanged, H
is kept constant across the Gauss-Newton iterations. However, the cost of this is that D has to be recomputed at each
iteration. Therefore, the time cost of GIC is comparable to GFA. When the moving image Ii is registered, we move it to
the template set and add its Hessian matrix to H for the alignment of the next moving image.

2.4 Speed Up with Natural Gradient
The above two solutions (Sections 2.2, 2.3) are both based on iterative Gauss-Newton optimization. However, one cannot
guarantee that gradient directions across all iterations will remain consistent. To capture this gradient uncertainty, and
thereby speed up the convergence, we adopt natural gradient under uncertainties11, 15 within our optimization framework.
2.4.1 A Brief Introduction to Natural Gradient under Uncertainties
We start with introducing natural gradient under uncertainties.11, 15 Let Le be an expectation value defined as
Z
Le = L(z, θ)p(z)dz,

(13)

where L is a loss function over some parameter θ and over the random variable z with distribution p(z). The standard
approach to minimize this expectation with respect to θ is gradient descent, which consists in progressively updating θ
e:
with ∆θ along the gradient direction g
Z
dLe
∂L(z, θ)
e=
∆θ ∝ g
=
p(z)dz.
(14)
dθ
∂θ
e =g
eT g
e and natural gradient is
It was shown in11 that the parameter space is essentially a Riemannian space of metric C
the steepest descent direction in this space
e −1 g
e = (e
e)−1 g
e,
∆θ ∝ C
gT g

(15)

which is the gradient direction g̃ regularized by its covariance C̃. This suggests that if the gradients highly disagree in one
direction, one should not proceed in that direction. The fact is that we have access only to samples zi drawn from p(z).
Assuming that n samples are available, we can define a new empirical cost
1X
L(zi , θ),
(16)
L=
n i

and its gradient may be expressed as:
g=

1 X ∂L(zi , θ)
,
n i
∂θ

(17)

e, computed by the mean of the n sample gradients. When assuming an isotropic
where g is the empirical value of g
e: g
e ∼ N (0, σ 2 I) and the samples are i.i.d, we can express the new steepest descent direction as15
Gaussian prior over g
∆θ ∝ [I +

C −1
] g.
nσ 2

(18)

This is exactly the direction of maximum expected gain when the uncertainty of the gradients of samples is considered. C
is the covariance of gi s, and for numerical stability, it is usual to replace it with its centred version.
2.4.2 Speedup with Natural Gradient
Now we present how to incorporate natural gradient into our incremental groupwise registration framework. In the context
of registration, the transformation parameter p is exactly the model parameter θ. Within the GFA solution, the gradient
direction of the loss function of each sample is gj = Jj (Ij − Ii ), where Ij ∈ Ωm and Ii ∈ Ωt . As we are aligning one
moving image to a set of templates, for convenience we define a global gradient direction as
X
X
Jj (Ij − Ii ).
(19)
gj =
g=
j

j

Natural gradient is defined in the context of gradient descent optimization, but as we are using Gauss-Newton for the
registration, we need an adapted version of natural gradient. In Gauss Newton, the descent direction becomes the gradient
direction regularized by the inverse of Gauss-Hessian matrix H. In essence H captures the variation of samples themselves
while the covariance matrix C of gradients grabs the variation of samples in parameter space. To adapt natural gradient to
Gauss-Newton, we need to replace the gradient g by the Hessian gradient H−1 g, making Eq. 18
H−1 CH−1 −1 −1
] H g.
nσ 2

△p = [I +

(20)

b its covariance matrix. In this section we are interested in temporal natural
b = H−1 g and C
For simplicity we denote g
gradient, that is to say the covariance matrix C as it changes over time. But unlike stochastic gradient descent, which uses
a single sample at each time, we use all the template samples at each iteration. At time t + 1, we have
Ct+1

=
=

T
bt+1
bt+1 g
(τt − 1)Ct + g
T
b Tt + g
b t At G
bt+1
bt+1 g
,
G

(21)

b t = [b
b2 , ..., g
bt ] and At is a diagonal matrix of element τt at the tth row. τt , which weighs the relative
where G
g1 , g

b at time t, is defined in terms of the factor γ as in.15 We introduce Zt = I +
contribution of g
bt .
△pt = Z−1
t g

bT
b t At G
G
t
nσ2

, which leads to

(22)

In order to avoid computing the inverse of Zt+1 , we use the Sherman-Morrison formula
Z−1
t+1

T
bT +g
b t At G
bt+1
bt+1 g
G
t
]−1
2
nσ
T
bt+1
bt+1 g
g
]−1
= [Zt +
nσ 2
T
bt+1
bt+1 g
Z−1
Z−1
t
t g
= Z−1
.
t −
T Z−1 g
bt+1
nσ 2 + g
t bt+1

= [I +

(23)

Therefore, we choose to store Z−1
t instead of Zt itself, and update it using Eq. 23 such that no matrix inversion is required
anymore. As Zt is not a large matrix, avoiding computation of Z−1
t+1 does not necessarily reflect a significant gain in
computational savings at any single iteration. However given the large number of iterations employed in our registration
scheme, the overall computational gain remains significant. Eqn 22 is applied to both GFA and GIC.

Data: Ω = {I1 ,I2 ,...,IN };
Result: P = {p1 , p2 , ...,pN }, aligned images {Iˆ1 , Iˆ2 , ..., IˆN };
T
Init: Ωt = {I1 }, Ωm = {I2 , ..., IN }, J1 = ▽I1 ∂W
∂p , H = J1 J1 ;
for i := 2 to N do
while not converged do
compute the Jacobian Ji and hessian Hi matrix of Ii ;
compute △p with Eqn 5 or 12;
recompute △p with natural gradient in Eqn 22;
add △p to pi with Eqn 5 or 12;
warp Ii with pi ;
end
update the Hessian matrix H with Hi ;
compute the inverse of Z with Eqn 23 ;
foreach Ik ∈ Ωm do
Ik ← Ik (W(x; pi ));
end
Ωm ← Ωm − Ii ;
Ωt ← Ωt + Ii ;
end
Algorithm 1: Summary of our group-wise registration approach

2.5 Algorithm Summary
Our new groupwise registration approach is summarized in Algorithm 1. It aligns one image at a time and dynamically
updates the template image set. A balance between unbiased registration and efficiency is thus achieved. Incorporating
natural gradient among Gauss-Newton iterations further speeds up the registration.

3. EXPERIMENTAL RESULTS
3.1 Lung Dataset
We apply the new group-wise registration approach on mouse lung volume reconstruction from individual H&E stained
histology slices. The datasets included:
1. Dataset 1: 49 slices of size 200 × 342 pixels and 45 slices of size 50 × 70 pixels. Each slice was sectioned at every
50µm from the right and left lobes of a mouse lung, respectively. Starting at the very base of the lung, the first
section was cut. Then the tissue was progressed 50 microns and another section was cut. The slices only cover a
portion of the lung lobes.
2. Dataset 2: 122 slices of size 287 × 117 pixels. Each slice was also sectioned at every 50µm from both right and left
lobes of a different mouse lung. In this study the slices covers almost the entire lung.
After sectioning, the slices are digitally scanned with a whole slide digital scanner. Spatial misalignments are introduced
during the scanning process. The purpose of image registration is to compensate for the misalignments to reconstruct the
lung specimen. The unaligned sample images are demonstrated in Fig. 1.

3.2 Evaluation Metrics
Registration quality is measured both quantitatively and qualitatively. The quantitative metrics include mean of the intensity
variances of pixels across all slices and mean of the intensity entropy of pixels across all slices. Registration speed is
measured in terms of the convergence rate of these metrics.To qualitatively evaluate registration results, we manually
segment the airways. Registration is determined to be better if the airways are smoother in the sectioning direction.

Figure 1. Sample images of the lung datasets employed in this study.
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Figure 2. Testing the influence of the number of Gauss-Newton iteration (GN ) and γ on Dataset 1, in terms of the intensity variance across slices. Results
show that GNFA and GNIC are very robust to the tuning parameters GN and γ.

3.3 Experimental Design
We present four different algorithms in this paper: groupwise forward additive registration (GFA), groupwise inverse compositional registration (GIC), GFA with natural gradient speedup (GNFA) and GIC with natural gradient speedup (GNIC).
We compared these algorithms with piecewise forward additive registration (PFA) and pairwise inverse compositional
registration (PIC). Both the convergence rate and registration quality are compared in terms of the metrics in Section 3.2.

3.4 Results
3.4.1 Sensitivity to Tuning Parameters
In Fig. 2(a) and Fig. 2(b), we illustrate the result of experiments performed to evaluate the influence of the Gauss-Newton
iteration number GN and the factor γ (in GNFA and GNIC), which are critical but need manual adjustments. The curves
obtained by varying the parameters demonstrate no visible differences, which suggest that GNFA and GNIC are relatively
robust to these two parameters.
3.4.2 Results of Partial Lung Reconstruction
Fig. 3 shows the quantitative results on Dataset 1. An affine transformation was used in this experiment. Natural gradient
improves the convergence of GNFA more greatly than that of GNIC. This suggests that only considering the template mean
in GNFA is less reliable than also considering the Hessians of the template samples in GNIC. Our groupwise approaches,
GFA, GIC, GNFA and GNIC, always outperform the pairwise approaches, PFAC and PIC. In terms of the variance metric,
GNFA qualitatively appears to perform the best. Whereas for the entropy metric, GIC and GNIC perform almost equally,
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(b) Results on Dataset 1 in terms of the variance measurement
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Figure 3. Quantitative results in terms of the measurements of both (a) (c): the mean intensity variance and (b) (d): the mean intensity entropy across
slices (GN = the number of Gauss Newton iterations) for datasets 1 and 2. Groupwise registration approaches (GNFA, GFA, GIC and GNIC) easily beat
pairwise approaches (PIC and PFA). On the two datasets, GNFA converges to the lowest variance while GNIC and GIC yield the lowest entropy.

the final converged result of inverse compositional methods tend to have higher variance but lower entropy compared to
the forward additive ones.
Fig. 4 demonstrates the qualitative reconstruction results of the right lobe on Dataset 1. The groupwise registration
approaches, GNFA, GNIC, GFA and GIC, yield similar lung volumes as compared to the pairwise approaches, PFA and
PIC. However, the reconstructed airways of GNFA are clearly globally more consistent compared to the PFA. The airways
of GNIC, GFA and GIC are not significantly different compared to GNFA.
3.4.3 Results of Full Lung Reconstruction
On this dataset, affine transformation displacement is first derived at each Gauss-Newton step. For realistic reconstruction,
we remove the scaling motion by performing SVD decomposition of the derived affine matrix and replacing the diagonal
matrix with an identity matrix.
Fig. 5 shows the registration convergence on the full lung dataset. Although the entropy measure for the piecewise algorithms (PFA and GIC) descend most quickly, their pixel variance tend to vary unstably (that of GIC ascends eventually).
GIC has a lower convergence point compared to GFA independent of the choice of the metric. However, on this dataset,
natural gradient slightly slows down the convergence rate rather than speeding it up. This reflects that the Gauss-Newton
directions of GIC and GFA are temporally consistent, thus the direction of natural gradients becomes a conservative direction to pursue. Fig. 6 shows the reconstructed lung volumes. Groupwise registration algorithms generate more smooth
volumes compared to their piecewise counterparts. Also we can observe that the natural gradient improves the registration
smoothness in GNIC.

(a) Reconstructed lung volumes

(b) Airways

Figure 4. Reconstructed lung and airways volumes. (a) shows the reconstructed lung volumes of GFA, GIC, GNFA, GNIC, GFA and GIC. Without loss
of generality, (b) only shows the airways reconstructed after GNFA and PFA registrations. Clearly, GNFA yields a smoother airway compared to PFA,
especially when one looks at the magnified region. This illustrates the better performance of our groupwise registration approach.
0.4

0.2

PFA

PFA

GFA

0.39

GFA

0.18

GNFA

GNFA

PIC
0.38

PIC

0.16

GIC

GIC
GNIC

0.37

entropy

Variance

GNIC

0.36

0.14

0.12

0.35

0.1

0.34

0.08

0.33

0

20

40

60

80

100

120

140

0.06

0

20

40

60

80

100

120

140

iteration time (per second)

iteration time (per second)

(a) Registration process in terms of variance

(b) Registration process in terms of entropy

Figure 5. Registration convergence rate on the full lung dataset in terms of (a) variance and (b) entropy (GN = 40 in all these cases). Although the entropy
of piecewise algorithms (PFA and GIC) descend most quickly, the variance in pixel values tends to vary unstably (that of GIC ascends eventually). GIC
has a lower convergence point compared to GFA independent of the metric. Natural gradient slightly slows down the convergence rate. This suggests
that the Gauss-Newton directions of GIC and GFA are consistent, thus natural gradients becomes conservative.

4. CONCLUSIONS
We presented an efficient groupwise registration approach to align histological lung slices for volume reconstruction. The
efficiency in the registration process stems mainly from the speedup of (1) integrating natural gradient during warping
iterations and (2) incremental update of templates and gradients across slices. Compared to the pairwise registration
approach, the new groupwise approach yields a globally more consistent reconstruction and yet converges fast, especially
when applied to image slices of higher resolution. In the future, we will co-register the reconstructed histological volume
with the corresponding MR volume in order to study imaging signatures of pulmonary inflammation in vivo.
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