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ABSTRACT

Gleason grading of prostate cancer is complicated by cancer confounders, or benign tissues closely resembling malignant processes (e.g. atrophy), which account for as much as
34% of misdiagnoses. Thus, it is critical to correctly identify
confounders in a computer-aided diagnosis system. In this
work, we present a cascaded multi-class pairwise classifier
(CascaMPa) to identify the class of regions of interest (ROIs)
of prostate tissue biopsies. CascaMPa incorporates domain
knowledge to partition the multi-class problem into several
binary-class tasks, reducing the intra-class heterogeneity that
causes errors in one-versus-all multi-class approaches. Nuclear centroids are detected automatically via a deconvolution
and watershed algorithm, and a set of features are calculated
from graphs (Voronoi, Delaunay, and minimum spanning tree
graphs) constructed on the centroids. The cascaded multiclass algorithm identifies each feature vector as one of six
tissue classes: Gleason patterns 3, 4, and 5, normal epithelium and stroma, and non-cancerous atrophy (a cancer confounder) using a decision tree classifier. Performance of CascaMPa is evaluated using positive predictive value (PPV) and
area under the receiver operating characteristic curve (AUC).
For a database of 50 image patches per class (300 ROIs) from
118 patient studies, the classifier achieves an average PPV of
0.760 and AUC of 0.762 across all classes, while the oneversus-all approach yields an average PPV of 0.633 and AUC
of 0.444.
Index Terms— Digital Pathology, Prostate Cancer, Gleason Grading, Supervised Classification
1. INTRODUCTION
Over a million prostate biopsies are performed annually in the
US, yielding between 12-15 tissue samples per patient that
must be analyzed under a microscope for presence of cancer. The aggressiveness of cancer is graded using the Gleason
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scale, which relies on tissue architecture. Due to the subjective nature of the analysis, Gleason grading is often used
inconsistently (high degree of inter-observer variability) in
practice [1]. In addition, there are several tissue classes that
act as confounders for the cancer class, complicating analysis
of the tissue. Confounders are often non-cancerous conditions that either mimic or are closely associated with cancer
growth, and it may be necessary to correctly identify these
tissues to correctly diagnose and treat a patient [2].
Supervised classifiers for digital pathology can be used to
reduce variability and improve pathologist agreement [3, 4].
Previous supervised systems have typically focused on twoclass problems [5]. However, constructing a two-class classifier (cancer versus non-cancer, or high versus low Gleason
pattern) results in the inclusion of several heterogeneous tissue types into a single class. For example, a “non-cancer”
class would include epithelium, stroma, and atrophy (a confounder for the cancer class). The standard approach of
separating diseased and normal classes does not account for
the confounder tissue classes that may lie on the cusp of the
normal and diseased categories. Clearly lumping these nonmalignant confounder tissue classes into the normal category,
and building a two-class classifier based on this categorization
will result in less than optimal performance. Consequently
there is a need to build classifier strategies that respect the
inherent biological heterogeneity.
Often multi-class strategies use a one-versus-all (OVA)
approach, where the target class (e.g. “Gleason pattern 3”)
is classified versus all non-target classes. Figure 1 (a) showcases this approach, where images representing six different
classes (three Gleason patterns, two benign tissues, and one
benign confounder) are shown. The distance between images is proportional to class dissimilarity. In one-versus-all
(OVA) strategy (Figure 1 (a)), each “target” class is distinguished from a single “non-target” class made up of all other
samples. This can introduce errors, especially for classes that
are highly similar to one another (patterns 3 and 4). In a cascaded approach (Figure 1 (b)), successive classifications are
performed, beginning with the most broad (cancer vs. noncancer, black line) and proceeding to increasingly granular
separations (pattern 3+4 vs. pattern 5 and epithelium + atrophy vs. stroma, dark gray line), and finally classifying the
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Fig. 1: Illustration of multi-class classification strategies including (a) the one-versus-all (OVA) approach, and (b) CascaMPa. OVA separates
the target class from a “non-target” class consisting of many heterogeneous classes, whereas CascaMPa performs hierarchical classification
to identify increasingly granular class differences.

most similar classes within each group (pattern 3 vs. pattern 4
and epithelium vs stroma, light gray line). This reduces classification error by ensuring that the separations are performed
between dissimilar classes.
In [6] we showed that tissue architecture can distinguish
between ROIs of similar prostate cancer Gleason grades (3
and 4) with an accuracy of 77% [6], and that graph-based features were more discriminating than texture. In [6], the spatial
locations of the nuclei were denoted manually, and two-class
pairwise classification was performed to distinguish Gleason
grades 3 from 4 and epithelium from stroma.
In this paper, we present a cascaded multi-class (CascaMPa) scheme that hierarchically classifies image regions
using a succession of increasingly granular classification
tasks. This approach, illustrated in Figure 1 (b), splits the
k-class problem into a set of binary classification tasks according to class similarity. The cascaded approach is motivated by two observations: (1) Multiple tissue classes can be
grouped into “meta-classes”. For example, Gleason grades
3, 4, and 5 are all members of the cancer meta-class. (2)
Within a meta-class, there may be class similarities that can
be exploited in a binary classification setup; e.g. Gleason
pattern 3 is more similar to pattern 4 than pattern 5. Thus,
we implement a multi-step approach to identify the class of
a tissue ROI in a hierarchical fashion, incorporating domain
knowledge to set up the classification tasks.
2. AUTOMATED NUCLEAR DETECTION
2.1. Color Deconvolution for Nuclei Region Detection
We denote an ROI as R = (R, g), where R is a 2D set of pixels r ∈ R and g is an intensity function that assigns a triplet
of values to each pixel (corresponding to the three color channels of the image). ROIs are generated manually from biopsy
samples according to expert pathologist annotation, which assigns a label to different image regions. The size of R depends
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on the size of the annotation. The class of R is denoted as ω i
for i ∈ {1, · · · , k} classes, and we use the notation R → ω i
to indicate that R belongs to class ω i . In this work, k = 6
where possible classes include Gleason patterns 3, 4, or 5, epithelium, stroma, or atrophy. An example of R is shown in
Figure 2 (a). For each R, there exists a set of nuclear centroid
pixels r ∈ V. To isolate nuclear regions we use a two-step
color deconvolution process detailed in [7]:
Step 1: The color space is transformed from g → g  using
a three-dimensional transform matrix operating on the RGB
values of the image. The new color space g  is designed to
highlight pixels with a certain user-specified color range such
as the nuclear material stained with haematoxylin. Because
the images are transformed independently, we avoid issues
with variable staining between ROIs. The result of deconvolution on the image in Figure 2 (a) is shown in Figure 2 (b).
Step 2: The deconvolved image is binarized using Otsu’s
thresholding method [8] to yield the set of pixels within the
nuclear region, r ∈ N (Figure 2 (c)). The pixels on the boundary of N are denoted as C; these pixels represent the boundary of the masked area in Figure 2 (c), which does not include
boundaries between overlapping or closely adjacent nuclei.

2.2. Watershed Segmentation
To identify nuclear boundaries within N, we employ a watershed algorithm [9]. The Euclidean distance transform is
applied to N to generate a distance image D = (R, d), where
d(r) is the distance from r to the closest point on C. The
watershed algorithm is a method of segmenting an object by
assuming that high values of d are “valleys” that can be filled,
and local maxima are point sources. The points where two
pools merge are considered the segmentation of the region.
Shown in Figure 2 (d) is the result of watershed segmentation. The set of nuclear centroids V is then derived from the
geometric center of the segmented nuclei.

(a) Original Tissue

(b) Deconvolution

(c) Thresholded Nuclei

(d) Watershed Image

(e) Voronoi Graph

(f) Delaunay Graph

Fig. 2: Overview of automatic nuclei detection. Shown are: (a) the original tissue image, (b), the result of color deconvolution to isolate
the nuclear stain, (c) the result of thresholding to get nuclear regions, and (d) the result of watershed segmentation of the nuclear boundaries.
Also shown are two graphs using the centroids derived from (d), the Voronoi Diagram (e) and the Delaunay Triangulation (f).

3. GRAPH-BASED FEATURE EXTRACTION

5. EXPERIMENTAL RESULTS AND DISCUSSION

We denote a graph as G = (V, E, W), where V are vertices,
E are edges between vertices, and W are edge weights, proportional to length. The set of vertices, edges, and weights
make up a unique graph on R. We construct the following
graphs: Voronoi Diagram G V (Figure 2(e)), which partitions
R into a set of polygons with centroids V; the Delaunay Triangulation GD (Figure 2(f)), which connects two vertices in
V if they share an edge in G V ; and the Minimum Spanning
Tree GM , which is the spanning tree of V with the lowest total weight W. From each graph, we extract a set of features
listed in Table 3. Details of the graph construction and feature
extraction can be found in [6].
Graph
Voronoi Diagram
Delaunay Triangulation
Minimum Spanning Tree
Nuclear Density

5.1. Data Description and Image Details
H&E-stained prostate biopsy tissues are digitized at 40x optical magnification using an Aperio scanner. Regions of interest
(ROIs) corresponding to each class of interest are manually
delineated by an expert pathologist, with the goal of obtaining relatively homogeneous tissue patches (i.e. patches that
express only a single tissue type). Images are analyzed at a
downsampled resolution equivalent to 20x optical magnification. Data was collected from a total of 118 patient biopsies,
yielding approximately 50 image regions for each class ω i (a
total of 300 annotated image patches).
5.2. Experimental Setup and Performance Measures

Features (Quantity)
Area, Chord Length (12)
Area, Perimeter (8)
Branch Length (4)
Density, Neighborhood (27)

Fig. 3: List of the graph-based features used in this study. Details
of the feature extraction and graph construction can be found in [6].

4. CASCAMPA
To classify each ROI, we employ a cascaded approach illustrated in Figure 1. For each illustrated classification task, we
use a decision tree classifier [10]. We begin by identifying
the most broad meta-class, in our case cancer vs. non-cancer.
Within the cancer meta-class, we identify Gleason grades 3
and 4 as a group, and within the non-cancer meta-class, we
identify epithelium and atrophy as a group. The second level
of classification identifies cancerous ROIs as Grade 3+4 vs.
pattern 5, and non-cancerous ROIs as epithelium+atrophy vs.
stroma. Finally, each group is classified according to the individual class, Grade 3 vs. Grade 4 and epithelium vs. stroma.
Each of these is a separate, independent classification task.
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For classification, we use a decision tree algorithm, using
two-thirds of the dataset for training and one-third for testing. The training set is randomly subsampled to generate a
total of 50 trees, each of which casts a vote for the class of
each testing sample. The class that receives the most votes
is assigned to the testing sample. Six experiments were performed with twenty classification trials; in each experiment, a
“target” class was chosen, and classified using the cascade approach, which was compared with performance using a oneversus-all multi-class approach. At each trial, the positive predictive value (PPV) was computed along with the area under
the receiver operating characteristic curve (AUC). Accuracy
is not an appropriate measure since the testing set has classes
of different sizes (e.g. in the Gleason pattern 3+4 vs. pattern
5 experiment, there are 50 samples from pattern 5 and 100
samples from Grades 3+4).
5.3. CascaMPa Classification Results
Shown in the bar plots in Figure 4 is the performance of the
decision tree classifier for each task. Shown are the AUC
(Figure 4 (a)) and PPV (Figure 4 (a)). We see that the performance of the cascaded approach (red bars) is higher than

(a)

(b)

Fig. 4: Classification performance for the one-versus-all (blue bars) and the CascaMPa (red bars) approaches. Shown are (a) area under the
receiver operating characteristic curve (AUC) and (b) positive predictive value (PPV).

that for the one-versus-all (blue bars) for AUC and for PPV,
although the standard deviation for PPV is greater for both
classification approaches. The average AUC across all classes
for the cascade approach is 0.762, and for the one-versus-all
approach is 0.444. The average PPV for the cascaded approach is 0.760 and is 0.633 for the one-versus-all approach.
Classification performance is low for tissue types that are difficult to discriminate, i.e. Gleason patterns 3 and 4. Stroma,
which is easily visually distinguishable from the other classes,
has the highest AUC and PPV and is thus the most correctlyclassified. In addition, the high standard deviation for the PPV
values in the OVA approach indicates that the classification
performance is highly dependent on the training samples that
are selected, and is thus less robust to training compared to
the CascaMPa approach.
6. CONCLUDING REMARKS
In this work, we have presented a cascaded multi-class system
(CascaMPa) that incorporates domain knowledge for classification of cancer, non-cancer, and cancer confounders on H&E
stained prostate biopsy samples. CascaMPa utilizes increasingly granular classification tasks to correctly identify Gleason patterns as well as cancer confounders, a crucial component of supervised classifiers for digital pathology. Although
the particulars of the cascade is specific to our application,
this approach can be used for a variety of problems where
class similarities are known a priori. Our graph-based feature
extraction approach allows for the quantification of tissue architecture using biologically relevant characteristics, allowing
us to translate the feature values in terms of the growth of the
underlying disease. Our classifier results are calculated independently, assuming that the previous task was completed
perfectly to ensure that prior errors in the cascade do not affect
subsequent performance. Future work will focus on increasingly granular tissue distinctions, such as high-grade prostatic
intraepithelial neoplasia (HGPIN), a benign confounder asso-
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ciated with an increased risk of prostate cancer. Additionally, we intend to compare CascaMPa with additional multiclass classification approaches, such as Baysian classification
which models the probability of individual class membership.
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