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ABSTRACT

An important criterion for identifying complicated objects with multiple attributes is the use of domain knowledge
which reflects the precise spatial linking of the constituent attributes. Hence, simply detecting the presence of
the low-level attributes that constitute the object, even in cases where these attributes might be detected in
spatial proximity to each other is usually not a robust strategy. The O’Callaghan neighborhood is an ideal
vehicle for characterizing objects comprised of multiple attributes spatially connected to each other in a precise
fashion because it allows for modeling and imposing spatial distance and directional constraints on the object
attributes. In this work we apply the O’Callaghan neighborhood to the problem of tubule identification on
hematoxylin and eosin (H & E) stained breast cancer (BCa) histopathology, where a tubule is characterized by
a central lumen surrounded by cytoplasm and a ring of nuclei around the cytoplasm. The detection of tubules
is important because tubular density is an important predictor in cancer grade determination. In the context of
ER+ BCa, grade has been shown to be strongly linked to disease aggressiveness and patient outcome. The more
standard pattern recognition approaches to detection of complex objects typically involve training classifiers for
low-level attributes individually. For tubule detection, the spatial proximity of lumen, cytoplasm, and nuclei
might suggest the presence of a tubule. However such an approach could also suffer from false positive errors
due to the presence of fat, stroma, and other lumen-like areas that could be mistaken for tubules. In this work,
tubules are identified by imposing spatial and distance constraints using O’Callaghan neighborhoods between the
ring of nuclei around each lumen. In this work, cancer nuclei in each image are found via a color deconvolution
scheme, which isolates the hematoxylin stain, thereby enabling automated detection of individual cell nuclei. The
potential lumen areas are segmented using a Hierarchical Normalized Cut (HNCut) initialized Color Gradient
based Active Contour model (CGAC). The HNCut algorithm detects lumen-like areas within the image via pixel
clustering across multiple image resolutions. The pixel clustering provides initial contours for the CGAC. From
the initial contours, the CGAC evolves to segment the boundaries of the potential lumen areas. A set of 22
graph-based image features characterizing the spatial linking between the tubular attributes is extracted from
the O’Callaghan neighborhood in order to distinguish true from false lumens. Evaluation on 1226 potential
lumen areas from 14 patient studies produces an area under the receiver operating characteristic curve (AUC)
of 0.91 along with the ability to classify true lumen with 86% accuracy. In comparison to manual grading of
tubular density over 105 images, our method is able to distinguish histopathology images with low and high
tubular density at 89% accuracy (AUC = 0.94).

Keywords: breast cancer, histopathology, tubule formation, Bloom-Richardson grade, automated lumen seg-
mentation, automated nuclei detection, O’Callaghan neighborhood

1. INTRODUCTION

The typical pattern recognition approach for detecting a multi-attribute object O would be to build multiple
classifiers to identify the individual attributes α1 and α2 independently, and to then identify locations where α1

and α2 co-exist within spatial proximity of each other. Unfortunately this approach does not apply to complex
imagery where α1 and α2 are more than simply within spatial proximity of each other; they may in fact be
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spatially connected to each other in a specific fashion. Thus, there is a need for incorporating domain knowledge
to link α1 and α2 so that the presence of object O can be identified. In this work, domain knowledge is exploited
by leveraging the presence of image attribute α1 surrounded by multiple instances of image attribute α2 to
be identified as a true object O. This information makes the O’Callaghan neighborhood,1 a specialized graph
defined by distance and directional constraints, ideal for linking α1 and α2 in a domain contextual manner.
Subsequently, image statistics quantifying the spatial arrangement of α2 with respect to α1 can be used to train
a classifier to decide the presence or absence of an object O.

In this paper we present a novel scheme for the automated detection of tubules in digitized breast cancer
(BCa) histopathology. The precise quantification of tubular density is important because it represents a key
component of cancer grade.2 In the context of estrogen receptor-positive (ER+) BCa, cancer grade is known
to be highly correlated to disease aggressiveness and hence to patient outcome.3 However, the detection of
complicated multi-attribute histological structures via computerized analysis of hematoxylin and eosin (H & E)
stained histopathology is a non-trivial task. Due to the importance of characterizing tissue architecture for the
diagnosis and treatment of various cancers, the majority of prior work in object detection has focused on the
detection and segmentation of low-level structures (e.g. nuclei, stroma, lumen).4–9 However, there has been some
previous work in the identification and characterization of higher level, multi-attribute, complex objects (e.g.
tubules, glands), i.e. objects comprised of two or more low-level structures. Hafiane et al.10 used a combination
of fuzzy c-means clustering with spatial constraints to identify and segment glandular structures in prostate
cancer histopathology, but these techniques are often too sensitive to the presence of outliers. Naik et al.11 also
segmented prostate glands by integrating pixel-level, object-level, and domain-specific relationships via Bayesian
classifiers. Probabilistic methods, however, require large amounts of training data to accurately model the prior
distribution and perform poorly when new data does not fit the trained model. Previously, Kayser et al.12 have
shown the effectiveness of using O’Callaghan neighborhoods to understand the spatial relationships between
glands in colon mucosa. By treating individual glands as vertices and modeling the connections between glands
as edges, a variety of graph-related features are extricable, which can then be used to separate tissue classes.

(a) (b) (c)
Figure 1. Three potential lumen corresponding to (a) a large tubule, (b) a small tubule, and (c) adipose tissue are
represented by their respective centroids (green circle) and O’Callaghan neighborhoods (blue squares). By calculating
statistics describing the arrangement of the O’Callaghan neighborhoods, (a) and (b) can successfully be classified as
tubules while (c) will be correctly identified as a non-tubule.

In H & E stained histopathology slides, a tubule is visualized as a white region (i.e. lumen area) surrounded by
cancer nuclei. However, the spatial proximity of these two attributes alone is insufficient to identify the presence
of a tubule. For instance, all three images in Figure 1 demonstrate spatial proximity of potential lumen areas and
cancer nuclei, but only Figures 1(a) and 1(b) represent true lumen areas belonging to tubules. In this paper, we
utilize the O’Callaghan neighborhood1 to formalize the domain knowledge that defines tubule structure. While
there are many ways to define the neighborhood of a point (e.g. k-nearest, fixed-radius, variations in density
distributions), the O’Callaghan neighborhood is particularly effective for modeling the structure of a tubule due
to (1) a relative distance constraint that varies according to the distance of the nearest neighboring nucleus and
(2) an angular constraint which ensures that only nearest neighboring nucleus is considered in each direction
(Figure 1). In this work, we identify a neighborhood of cancer nuclei surrounding each potential lumen. True
and false lumen are distinguished by calculating image statistics to quantify the spatial arrangement between the
nuclei and the lumen within every nuclear neighborhood. Unlike a fixed distance constraint, the relative distance
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constraint allows us to capture the large variation in tubule size (Figures 1(a), 1(b)). Furthermore, the direction
constraint ensures that nuclei outside of the tubule structure will not be included. Intuitively, we can infer from
Figure 1(c) that true lumen (i.e. white region actually representing the lumen of a tubule) will be differentiable
from false lumen (i.e. white region representing stroma, fat, background, etc.) based on the proximity, order,
and even spacing of the nuclei in the O’Callaghan neighborhood.

Prior to the construction of an O’Callaghan neighborhood, we must first identify (1) all cancer nuclei and (2)
all potential lumen areas within the image. In this work, cancer nuclei are detected using a color deconvolution13

scheme to transform each image from the RGB color space to a new space modeled by the hematoxylin (purple)
and eosin (pink) channels. Since the hematoxylin stain is selectively absorbed by cell nuclei, the information
from the hematoxylin channel in the new color space is used to distinguish individual nuclei from surround-
ing stromal and background regions. Previous approaches to automated nuclear detection have also relied on
differences in staining to distinguish nuclei from surrounding tissue, including fuzzy c-means clustering,5 adap-
tive thresholding,4 expectation-maximization,6 and region-growing8 methods. However, these methods are often
highly sensitive to initial values and parameter selection. In this work, the detection of white potential lumen
areas is performed via a Hierarchical Normalized Cut (HNCut) initialized Color Gradient based Active Contour
(CGAC).14 As discussed in Xu et al.,14 HNCut-CGAC results in improved performance over traditional active
contour methods by incorporating a more robust color gradient model, while the HNCut algorithm ensures a
robust initialization requiring minimal user interaction. Other methods for lumen segmentation such as Bayesian
classifiers11 and fuzzy clustering10 are not appropriate since they often require large amounts of training data or
exhibit high sensitivity to initialization. Methods such as region growing7 have successfully been used to identify
lumen in prostate cancer histopathology; however, they require image intensity within the lumen areas to be
homogeneous and these methods have difficulty handling scenarios where tissue may be interspersed within the
lumen (Figure 1(a)).

The ability of O’Callaghan image features to identify tubules in BCa histopathology is evaluated using two
experiments. First, the discriminability of the O’Callaghan features is evaluated directly by using three-fold
cross validation (in conjunction with a Random Forest classifier15) to classify all potential lumen as belonging
to either tubule or non-tubule structures. Due to the relationship between tubule formation and BCa grade,2

we further evaluate the ability of our system to quantify the degree of tubule formation in entire histopathology
images. In this paper, our calculation of tubule formation is compared against the tubule subscore (a component
of the Bloom-Richardson grading system2) as determined via manual analysis by an expert pathologist.

As illustrated in Figure 2, the rest of the paper is organized as follows. In Section 2, we describe the integration
of disparate low-level structures (via O’Callaghan neighborhoods) to identify tubules in BCa histopathology
images (Figure 2(d)). Section 3 describes the methods used to isolate the two different low-level structures:
cancer nuclei and potential lumen (Figures 2(b), 2(c)). The 22 O’Callaghan features used in this paper are
described in Section 4 (Figure 2(e)) and are subsequently evaluated in Section 5. Concluding remarks and
directions for future research are presented in Section 6.

2. INCORPORATION OF DOMAIN KNOWLEDGE VIA O’CALLAGHAN
NEIGHBORHOODS

2.1 Preliminaries and Notation

An image scene C = (C, f) is defined as the 2D set of pixels c ∈ C and associated vectorial function f which
assigns red, green, and blue values, f(c), ∀c ∈ C.

2.2 Construction of O’Callaghan Neighborhood

The O’Callaghan neighborhood is defined as the subset of cancer nuclei most closely surrounding a potential
lumen area. Formally, given a set of potential lumen L and cancer nuclei N, a neighborhood of nuclei N� ⊂ N
is defined around each potential lumen centroid o� ∈ L. The construction of the O’Callaghan neighborhood for
o� can be summarized by the following steps.

Step 1: Find the nucleus on
1 ∈ N nearest to o� and include it in N�.
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Figure 2. A flowchart detailing the methodological steps for our tubule detection system. Given (a) an original H & E
stained histopathology image, low-level structures in the form of (b) cancer nuclei and (c) potential lumen areas are first
detected. (d) An O’Callaghan neighborhood is constructed around each potential lumen area and (e) image features are
extracted to quantify the spatial linkage between the low-level structures. The features are then presented to (f) a trained
classifier, which distinguishes true lumen areas (i.e. tubules) from false lumen areas (i.e. non-tubules).

Step 2: Define the distance constraint Tr (Section 2.3) using on
1 .

Step 3: Update direction constraint Tθ (Section 2.3) based on all nuclei in N�.

Step 4: Find the next nearest nucleus to o� and add it to N� if it satisfies the constraints outlined in Steps 2
and 3.

Step 5: Repeat Steps 3 and 4 until all on ∈ N have been considered.

Step 6: Extract features describing the spatial arrangement of nuclei in N� with respect to o� (Table 2).

2.3 Spatial Constraints

Cancer nuclei are added to an O’Callaghan neighborhood on the basis of two spatial constraints. First, a distance
constraint ensures that only nuclei within close proximity to the potential lumen area are included. Instead of
defining a fixed radius, the O’Callaghan neighborhood excludes distant nuclei based on a relative distance that
is proportional (by a factor of Tr) to the distance between the potential lumen o� and the nearest cancer nucleus
on
1 (Figure 3(a)). Formally, given the centroids for a potential lumen o� ∈ L and its nearest neighboring nucleus

on
1 ∈ N�, a nucleus on

j ∈ N will be included in the neighborhood N� if

‖o� − on
j ‖

‖o� − on
1‖
≤ Tr, (1)

where ‖ · ‖ represents the L2 norm and j ∈ {1, 2, . . . , N}.
Second, a direction constraint ensures that the O’Callaghan neighborhood will be representative of the ar-

rangement of nuclei in a tubule, i.e. only one nucleus in each direction will be considered. To determine whether
a new nucleus should be added to the neighborhood, we need to ensure that it does not lie “behind” any of the
nuclei already included in the neighborhood. Given potential lumen o� ∈ L and a nucleus in its O’Callaghan
neighborhood on

i ∈ N�, we say that nucleus on
k ∈ N is “behind” on

i if the angle θk between vectors
−−→
on

i o� and
−−→
on

i on
k
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is less than the pre-defined threshold Tθ (Figure 3(b)). Formally, given centroids for a potential lumen o� ∈ L
and a nucleus on

i ∈ N� within its neighborhood N�, the nuclear centroid on
j ∈ N will be included in N� if

‖o� − on
i ‖2 + ‖on

i − on
j ‖2 − ‖o� − on

j ‖2
‖o� − on

i ‖ · ‖on
i − on

j ‖
< Tθ, (2)

where i, j, k ∈ {1, 2, . . . , N} and i �= j �= k.

d
d ¢ Tr

o
n

1

o
`

Tμ

o
`

µj

µk

o
n

i

c
n
j

o
n

k

(a) (b)
Figure 3. The O’Callaghan neighborhood is defined by both (a) distance and (b) direction constraints. In both schematics,
the centroid of the potential lumen area o� (green squares), the centroids of nuclei that are disqualified by the constraints
(red circles), and centroids of remaining nuclei that are still under consideration for inclusion in the neighborhood (blue
circles) are illustrated. The distance constraint excludes nuclei outside a radius d · Tr based on the distance d between o�

and nearest neighboring nucleus on
1 . Given that nucleus on

i already included in the neighborhood, the direction constraint
excludes nucleus on

k since angle θk > Tθ, where Tθ is a pre-defined threshold. Note that nucleus on
j may still be included

since θj < Tθ.

Symbol Description
C 2-dimensional histopathology image scene
C 2-dimensional grid of pixels

f(c) Function assigning red, green, and blue values for c ∈ C

o� Pixel denoting centroid of potential lumen
L Set of all L potential lumen in image
on Pixel denoting centroid of nucleus
N Set of all N cancer nuclei in image
N� Set of nuclei comprising O’Callaghan neighborhood of o�

Tr O’Callaghan distance constraint
Tθ O’Callaghan directional constraint
Table 1. A list of commonly used notation throughout this paper.

3. DETECTION AND SEGMENTATION OF NUCLEAR AND LUMINAL
STRUCTURES

To detect tubule formation in BCa histopathology, we must first find the constituent low-level objects in the
form of cancer nuclei and potential lumen areas.

3.1 Nuclear Detection via Color Deconvolution

Since hematoxylin primarily stains nuclear structures, it can effectively be used to detect cancer nuclei in H &
E stained histopathology. Color deconvolution13 is first used to convert each image from the RGB space f to a
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new color space h comprising hematoxylin H (i.e. purple), eosin E (i.e. pink), and background K (i.e. white)
channels. The relationship between color spaces f and h is defined as f = Mh, where the transformation matrix
is given by

M =

⎡
⎣

ĤR ĤG ĤB

ÊR ÊG ÊB

K̂R K̂G K̂B

⎤
⎦ , (3)

where ĤR, ĤG, and ĤB denote the pre-defined, normalized red, green, and blue values, respectively, for the H
channel. The second and third rows of M are defined analogously for the E and K channels, respectively. The
intensity of a pixel c in the new color space is defined as h(c) = M−1(c)f(c), where f and h are 3 × 1 column
vectors. The H value is isolated ∀c ∈ C to generate a map of cancer nuclei and morphological opening is applied
to isolate centroids of the individual nuclei. Centroids of all N nuclei in C are recorded as the set of pixels
N = {on

1 , on
2 , . . . , on

N}. In Figure 4, H & E stained histopathology images are shown (Figures 4(a)-(d)) along
with their respective H channels (Figures 4(e)-(h)) and resulting nuclear centroids (Figures 4(i)-(m)).

(a) (b) (c) (d)

(e) (f) (g) (h)

(i) (j) (k) (m)
Figure 4. Automated nuclear detection is performed for (a)-(d) histopathology image patches by first using color deconvo-
lution to isolate the corresponding (e)-(h) hematoxylin stain channel. Morphological opening is applied to the hematoxylin
stain channel to isolate individual nuclear centroids ((i)-(m)).
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3.2 HNCut Initialization Scheme

One limitation of boundary-based active contour models is that they tend to be highly sensitive to initial
positions.9, 14 In order to overcome this limitation, we employ the HNCut algorithm16 to detect the white areas
within the image. The HNCut scheme employs a hierarchically represented data structure to bridge the mean
shift clustering and normalized cuts algorithms.16 This allows HNCut to efficiently traverse a pyramid of the
input image at various color resolutions, efficiently and accurately pre-segmenting the object class of interest.
By simply specifying a few pixels from the object of interest, the HNCut scheme can be used to rapidly identify
all related and similar objects within the image. The HNCut scheme is outlined in the following three steps

Step 1: Domain Swatch Selection

A user via manual selection defines a color swatch S from the color function f such that S1 = {f1,α : α ∈
{1, . . . , η}} creates a selection of color values that are representative of the object of interest from C.

Step 2: Hierarchical mean-shift clustering on a multi-resolution color pyramid.

The mean shift algorithm17 is used to detect modes in the data using a density gradient estimator. By
solving for when the density gradient is zero and the Hessian is negative semi-definite, the local maxima
can be identified. In this step, the hierarchical mean-shift algorithm is employed to generate multiple
levels of a pyramidal scene representation Ck = (C, fk), where k ∈ {1, . . . , K} represent K levels of color
pyramid produced at each iteration. At each color level k, the values in Fk are considered unique under
the constraint that any two values are equivalent if ‖fk,i − fk,j‖ ≤ ε, where ε is a pre-defined similarity
constraint. As a result, the vector F̂k can be constructed from fk, where F̂k ⊂ Fk and F̂k is a set of only
the unique set of values present in Fk. The weight vector wk = {wk,1, wk,2, . . . , wk,Mk

} associated with F̂k

is computed as

wk,j =
|F̂k|∑

i=1,fk,i=f̂k,j

wk−1,i, (4)

where j ∈ {1, . . . , Mk} and | · | is defined as the cardinality. Intuitively, Equation 4 involves summing the
weights from the previous level in the color pyramid into the new unique values that resulted from the next
iteration of convergence. As a result, wk,j is a count of the number of original colors that have migrated to
f̂k,j through mean shifting.17 The cardinality of set F̂k is defined as Mk = |F̂k|. Additionally the weights
are calculated according to the following equation

Mk∑
i=1

wk,i = η. (5)

Then based on the weight vector (Equation 4), the fixed point iteration update becomes

fk+1,j ←
∑Mk

i=1 wk,if̂k,jG(f̂k,j − f̂k,i)∑Mk

i=1 G(f̂k,j − f̂k,i)
, (6)

where Gaussian function G with a bandwidth parameter σ, is defined as

G(f̂k,j − f̂k,i) = exp

(
−‖f̂k,j − f̂k,i)‖2

σ2

)
, (7)

where the Gaussian function G(·) is used to compute the kernel density estimate at color data point f̂k,j .

Step 3: Normalized cuts segmentation on hierarchical mean shift reduced color space.
Normalized cuts (NCuts) is a graph partitioning method.18 The hierarchical pyramid created by mean shift
and corresponding to various levels of color resolutions, serves as the initial input to the NCuts algorithm.
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NCuts takes a connected graph with vertices and edges and partitions the vertices into disjoint groups.
By setting vertices to the set of color values, and having the edges represent the similarity (or affinity)
between the color values, the vertices can be separated into distinct groups, each of which are comprised
of similar colors. By operating in the color space, as opposed to the spatial domain (on pixels), the scheme
is very fast. NCuts19 is employed on the small number of unique values in the bottom color level F̂K , to
remove those colors that are not contained within the object specific color swatch which was obtained in
Step 1 (HNCut Initialization Scheme). In Figures 5(a)-(d), results for four different histopathology images
suggest that the HNCut algorithm provides an excellent initialization for the subsequent application of the
color gradient based AC model.

3.3 CGAC model
Assume the image plane Ω ∈ R

2 is partitioned into 2 non-overlapping regions: the foreground Ωf and background
Ωb by a zero level set function φ. The optimal partition of the image plane Ω by a zero level set function φ can
be obtained through minimizing the energy functional as follows,

E(φ) = α

∫

C

g(f(c))dc + β

∫

Ωf

g(f(c))dc + γ

∫

Ω

1
2
(‖∇φ‖ − 1)2dc, (8)

where the first and second terms are the energy functional of a traditional GAC model20 and the balloon force,21

respectively. An additional third term is added to the energy functional to remove the re-initialization phase
which is required as a numerical remedy for maintaining stable curve evolution in traditional level set methods.22

The edge-detector function in the traditional GAC model and the balloon force are based on the calculation of
the grey scale gradient of the image.20 In this paper, the edge-detector function is based on the color gradient
which is defined as g(f(c)) = 1

1+s(f(c)) . s(f(c)) is the local structure tensor based color gradient which is defined

as s(f(c)) =
√

λ+ − λ−,14 where λ+ and λ− are the maximum and minimum eigenvalues of the local structure
tensor of each pixel in the image. It locally sums the gradient contributions from each image channel representing
the extreme rates of change in the direction of the corresponding eigenvectors. The methodology for computing
the color gradient described above can be applied to different vectorial color representations (not just RGB).

Based on the Euler-Lagrange equation, the curve evolution function can be derived from the level set frame-
work by minimizing the energy functional (Equation 8). The function is defined by the following partial differ-
ential equation:

{
∂φ
∂t = δ(φ){αdiv

[
g(f(c)) ∇φ

‖∇φ‖
]

+ βg(f(c))} + γ
[
Δφ− div( ∇φ

‖∇φ‖ )
]
,

φ(0, c) = φ0(c),
(9)

where α, β, and γ are positive constant parameters, C represents the boundaries of the contour, and φ0(c) is
the initial evolution functional which is obtained from the HNCut detection results and div(·) is the divergence
operator. As the re-initialization phase has been removed, φ0 is defined as a piecewise linear function of regions:

φ0(c) =

⎧
⎨
⎩
−ξ, c ∈ Ωb;
0, c ∈ C;
ξ, c ∈ Ωf .

(10)

Note that Ωf , C, and Ωb in the context of the problem addressed in this paper are the luminal regions, the
boundaries of the luminal regions, and the remaining portions of the histopathology slide, respectively. ξ is a
positive constant, set empirically to ξ = 4. Figures 5(e)-(h) illustrate the final boundaries of the CGAC contours
for four different histopathology images. Subsequently, the pixels denoting the centroids of the luminal regions
Ωf are recorded as L = {o�

1, o
�
2, . . . , o

�
L}.

4. FEATURE EXTRACTION AND EVALUATION STRATEGIES
4.1 Tubule Features from the O’Callaghan Neighborhood
A total of 22 features are extracted to quantify the spatial arrangement of nuclei N� around each potential lumen
centroid o� (Table 2). Note that the number in parenthesis for the following subsection titles reflects the number
of features in the feature class.
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(a) (b) (c) (d)

(e) (f) (g) (h)

(i) (j) (k) (m)
Figure 5. Segmentation of potential lumen is performed via two main steps. First, (a)-(d) a rough initial segmentation
is achieved using the HNCut algorithm. This result is refined by the CGAC model and (e)-(h) a final segmentation is
extracted. In (i)-(m), the centroids of only potential lumen classified as tubules (green circles) are shown along with the
surrounding nuclei (blue squares) that comprise their respective O’Callaghan neighborhoods.

4.1.1 Number of Nuclei in O’Callaghan Neighborhood (1)

Potential lumen areas that do not belong to tubules often have fewer nuclear neighbors that fall within the
O’Callaghan constraints. Thus, the number of O’Callaghan nuclear neighbors |N�| is calculated as a feature
value for each o�.

4.1.2 Distance between Nuclei and Lumen Centroid (5)

To quantify the evenness in the distribution of nuclei about the lumen centroid o�, the Euclidean distance
d(o�, on

i ) = ‖o�− on
i ‖ is calculated between o� and each neighboring nucleus on

i ∈ N�. The set of distances for all
on

i ∈ N� is defined as
D(o�) =

{
d(o�, on

i ) : ∀i ∈ {1, 2, . . . , N}} . (11)

The mean, standard deviation, disorder, maximum, and range of D yield five feature values for each o�.
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Feature # Feature Name Description
1 Number of nuclei Number of nuclei in neighborhood

2-6 Distance to nuclei Distance between each nuclei in neighborhood and the lu-
men centroid

7-10 Circular fit Fit circles to nuclei and measure deviation of nuclei from
edge circle

11-13 Angle between adjacent nuclei Angle between two vectors connecting the lumen centroid
to two adjacent nuclei in neighborhood

14-16 Distance between adjacent nuclei Distance between adjacent nuclei in neighborhood
17-22 Elliptical fit Fit ellipse to nuclei and measure evenness in spatial distri-

bution of nuclei
Table 2. The 22 features used to quantify the O’Callaghan neighborhood for each potential lumen.

4.1.3 Circular Fit (4)

Since tubule formation is often characterized by the arrangement of nuclei in a circular pattern around a lumen
area, we extract features to quantify the circularity of N�. First, a circle O(o�, r) is constructed with center at
lumen centroid o� and radius r. The Euclidean distance F (o�, on

i ,O) = ‖d(o�, on
i ) − r‖ is calculated between a

nuclear centroid on
i and the constructed circle O with radius r. The set of distances for all on

i ∈ N� is defined as

F(o�,O) =
{
F (o�, on

i ,O) : ∀i ∈ {1, 2, . . . , N}} . (12)

In this paper, the mean of F(o�,O) is calculated as a feature value, where circles O(o�, r) with radius r ∈
{max(D), min(D), mean(D), median(D)} are constructed, yielding four features for each o�.

4.1.4 Angle between Adjacent Nuclei in Neighborhood (3)

Another key property of tubules is that nuclei are arranged at regular intervals around the white lumen area,
which can be quantified by examining the angles between adjacent nuclei in the tubule. Thus, for each potential
lumen centroid o�, let

−−→
o�on

i be the vector from lumen centroid o� to neighboring nuclei on. We denote
−−→
o�on

j as
the vector from o� to an adjacent neighboring nucleus on

j . The set of angles between adjacent nuclei on
i , on

j ∈ N�

is defined as

A =

⎧
⎨
⎩arccos

⎛
⎝
−−→
o�on

i ·
−−→
o�on

j

‖−−→o�on
i ‖ ·
−−→
o�on

j

⎞
⎠ : ∀i, j ∈ {1, 2, . . . , N}, i �= j

⎫
⎬
⎭ (13)

The mean, standard deviation, and disorder of A are calculated to yield three feature values for each o�.

4.1.5 Distance between Adjacent Nuclei in Neighborhood (3)

Another way to ensure that nuclei are arranged at regular intervals is by calculating the distances B between
adjacent neighboring nuclei on

i , on
j ∈ N�, such that

B =
{‖on

i − on
j ‖ : ∀i, j ∈ {1, 2, . . . , N}, i �= j

}
(14)

Since the magnitude and variation in these distances should be small for nuclei belonging to tubules, the mean,
standard deviation, and disorder of B are calculated to yield three feature values for each o�.

4.1.6 Elliptical Fit (6)

In the preparation of 2D planar histopathology slides, if a tubule is sectioned at an oblique angle, the resulting
lumen and nuclei appear to form an elliptical pattern (Figure 6). This phenomenon is modeled by constructing an
ellipse that best fits all nuclei in N� using the method described in.23 Since tubules are inherently symmetrical
structures, it is reasonable to expect a similar number of nuclei on all sides of the lumen area. To this end,
nuclei in the O’Callaghan neighborhood are separated into groups on either side of major axis N�+ ⊂ N� and
N�− ⊂ N� (Figure 6). The value |N�+| − |N�−| is calculated as a feature to capture the balance of nuclear
distribution on either side of the major axis. Five additional features are calculated, including the lengths of the
major and minor axes as well as statistics calculated from the distances between nuclei and the elliptical fit.
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Figure 6. The centroid of a a potential lumen o� (green circle) is shown with the centroids of the nuclei in its O’Callaghan
neighborhood N� (blue squares). The ellipse (dashed black line) that best fits N� is shown along with its major axis
(solid black line). The nuclei on either side of the major axis are separated into the groups N�+ and N�−.

4.2 Cross-Validation via Random Forest Classifier
In this paper, randomized 3-fold cross-validation is used in conjunction with a Random Forest classifier15 to
evaluate the ability of the 22 O’Callaghan features to distinguish tubular and non-tubular lumen. The κ-fold
cross-validation scheme,24 commonly used to overcome the bias from arbitrary selection of training and testing
samples, first randomly divides the dataset into κ subsets. The samples in κ − 1 subsets are used for training,
while those from the remaining subset are tested. This process is repeated κ times while rotating the subsets
to ensure that all samples are evaluated exactly once. The Random Forest is a meta-classifier that aggregates
many independent C4.5 decision trees to achieve a strong, stable classification result.15 The output of each C4.5
decision tree is probabilistic, denoting the likelihood that a potential lumen is a tubule; hence, the Random
Forest classifier is amenable to the construction of a receiver operating characteristic (ROC) curve.

5. EXPERIMENTAL RESULTS AND DISCUSSION

5.1 Dataset Description
In this study a total of 1226 potential lumen from 105 images (from 14 patients) were considered. All samples
were taken from H & E stained breast cancer (BCa) histopathology images digitized at 20x optical magnification
(0.50 �m/pixel). For each image, an expert pathologist provided (1) ground truth annotations delineating
locations of tubules and (2) a subscore characterizing tubule formation (ranging from 1 to 3) from the Bloom-
Richardson grading system.2 A total of 22 O’Callaghan features (Section 4.1) were calculated to describe the
spatial arrangement of cancer nuclei in N�.

5.2 Experiment 1: Differentiating Potential Lumen as Belonging to Tubules and
Non-Tubules
At the individual tubule level, we evaluate the ability of the O’Callaghan features to classify each potential lumen
as either a tubular lumen Y(o�) = +1 or a non-tubular lumen Y(o�) = −1 via the cross-validation methodology
outlined in Section 4.2. Over a set of 50 cross-validation trials, the mean ROC curve and the mean area under the
ROC curve (AUC) were calculated. In addition, the mean and standard deviation of the classification accuracy
(at the ROC operating point) are calculated over all trials.

5.3 Experiment 2: Calculating Degree of Tubule Formation in Entire Histopathology
Images
Using the class decisions (i.e. tubule or non-tubule) for individual lumen Y ∈ {+1,−1}, we are able to evaluate
the degree of tubule formation across the entire image. In this paper, the degree of tubule formation is defined
for each image as the fraction of nuclei arranged in tubules

ε =
|Nτ |
|N| , (15)

where Nτ = {N� : o� ∈ L, Y(o�) = +1} represents the set of all nuclei contained within the O’Callaghan
neighborhoods of true lumen and N is the set of all nuclei in the image. Subsequently, we evaluate the ability of
ε (Equation 15) to distinguish between low (subscore 1) and high (subscores 2 and 3) degrees of tubule formation.
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5.4 Evaluation of Experiment 1
Since the capability of our system to identify tubules is directly related to the identification of both low-level
structures (i.e. cancer nuclei and potential lumen), it is important that the detection algorithms are accurate
and robust. As demonstrated in Figures 4(i)-(k) and Figures 5(e), (g), and (h), the color deconvolution and
HNCut-CGAC algorithms are able to quickly and accurately detect cancer nuclei and potential lumen areas.
However, Figure 5(m) suggests that false positive errors (i.e. potential lumen incorrectly identified as tubules)
occur when cancer nuclei are not detected correctly. Similarly, Figure 5(j) illustrates the false negative errors
(i.e. potential lumen incorrectly identified as non-tubules) that occur when HNCut-CGAC does not identify a
potential lumen in the image.

The mean ROC curve resulting from 50 trials of cross-validation (Figure 7(a)) along with an associated AUC
value of 0.91 ± 0.0027 suggest that the O’Callaghan features are able to accurately distinguish tubular lumen
from non-tubular lumen. This is further confirmed by a classification accuracy of 0.86 ± 0.0039 and a positive
predictive value of 0.89± 0.014 at the ROC operating point over all 50 cross-validation trials (Table 3).

Experiment Accuracy Positive Predictive Value
1: Tubule Detection 0.86± 0.0039 0.89± 0.014
2: Degree of Tubular Formation 0.89 0.91

Table 3. Classification accuracy and positive predictive values at the ROC operating points of both Experiments 1 and 2.
Note that results for Experiment 1 represent the mean and standard deviations over 50 cross-validation trials, whereas
the values for Experiment 2 were derived from classification at a single threshold (ε = 0.105). The data cohort contained
1226 potential lumen areas and 22 features describing the O’Callaghan neighborhood around each sample.
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Figure 7. (a) For Experiment 1 (tubular vs. non-tubular lumen), a mean ROC curve generated by averaging individual
ROC curves from 50 trials of 3-fold cross-validation produces an AUC value of 0.91 ± 0.0027. (b) For Experiment 2 (low
vs. high degree of tubular formation), a ROC curve generated by thresholding ε produces an AUC value of 0.94.

5.5 Evaluation of Experiment 2
To evaluate efficacy of our system as a diagnostic indicator for BCa histopathology, Experiment 2 (described in
Section 5.3) was used to calculate the fraction of nuclei ε that belong to true lumen in each histopathology image.
In Figure 8, we demonstrate visually that images determined to have low and high degrees of tubule formation
are clearly separable by ε. This is further reflected quantitatively by an AUC value of 0.94 (Figure 7(b)), with
a classification accuracy of 0.89 and positive predictive value of 0.91 at the ROC operating point. Our results
are also confirmed by an unpaired, two-sample t-test which suggests that images with low and high degrees of
tubular formation are indeed drawn from different underlying distributions (i.e. rejects the null hypothesis) with
a p-value less than 0.00001.
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Figure 8. A graph showing the fraction of nuclei arranged in tubular formation ε (y-axis) for each histopathology image
(x-axis). The images are arranged by pathologist-assigned scores (i.e. ground truth) denoting degree of tubular formation
(ranging from 1-3), which is a component of the Bloom-Richardson grading system. The dotted line represents the
operating point (ε = 0.105) optimally distinguishing low (subscore 1) and high (subscores 2 and 3) degrees of tubule
formation with classification accuracy of 0.89 and positive predictive value of 0.91.

6. CONCLUDING REMARKS

In this work, O’Callaghan neighborhoods are used to model spatial linkages between disparate sets of low-level
attributes, allowing for characterization of multi-attribute objects which cannot be described solely based on
spatial proximity of the individual attributes. The O’Callaghan neighborhood based object detection framework
is then applied to the unique problem of automated tubule identification in BCa histopathology. As a key
component of BCa grading, the ability to calculate the degree tubule formation in BCa histopathology images will
be a valuable tool for the development of computerized systems for BCa diagnosis. Methods for automatically
detecting low-level objects were also demonstrated; cancer nuclei were detected using color deconvolution to
isolate hematoxylin information in the image and potential lumen were segmented using HNCut-CDAC, an
accurate and robust active contour scheme requiring minimal user interaction. O’Callaghan neighborhoods
comprising cancer nuclei were constructed around each potential lumen and 22 statistics were extracted to
quantify the spatial arrangement of the nuclei in relation to each other and the lumen area. Utilizing a Random
Forest classifier, we successfully evaluated our tubule detection system through its ability to (1) distinguish
tubular and non-tubular lumen (AUC = 0.91) and (2) quantify the degree of tubular formation in entire BCa
histopathology images (AUC = 0.94).

Future work will focus on incorporating additional low-level domain information, extracting additional fea-
tures to quantify tubule formation, and validation on a larger data cohort. In addition, there is room for
improvement in detecting low-level structures. For instance, nuclear detection is difficult when multiple nuclei
are aggregated into a single structure due to a lack of clear separation between the individual nuclei (Figure 4(m)).
Identification of potential lumen may also be hampered by difficulty in identifying small or poorly-defined lumen
(Figure 5(f)).
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